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MySQL

It was not too long ago that you were simply out of luck if you wanted to build an
application backed by a robust database on a small budget. Your choices were
quite simple: shell out thousands—or even tens or hundreds of thousands—of dol-
lars on Oracle or Sybase or build the application against “toy” databases like
Access and FileMakerPro. Thanks to databases like mSQL, ProgreSQL, and MySQL,
however, you now have a variety of choices that suit different needs. This book,
of course, is the story of MySQL.

The History of MySQL

This story actually goes back to 1979 when MySQL'’s inventor, Michael Widenius
(a.k.a. Monty) developed an in-house database tool called UNIREG for managing
databases. UNIREG is a tty interface builder that uses a low-level connection to an
ISAM storage with indexing. In the years that have followed, UNIREG has been
rewritten in several different languages and extended to handle big databases. It is
still available today, but it is largely supplanted by MySQL.

The Swedish company TcX* began developing Web-based applications in 1994
and used UNIREG to support this effort. Unfortunately, UNIREG created too much
overhead to be successful in dynamically generating Web pages. TcX thus began
looking at alternatives.

TcX looked at SQL and mSQL. mSQL was a cheaply available database manage-
ment system that gave away its source code with database licenses—almost Open
Source. At the time, mSQL was still in its 1.x releases and had even fewer features

* For most of its existence, TcX had a single employee: Monty.
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than the currently available version. Most important to Monty, it did not support
any indices. mSQL'’s performance was therefore poor in comparison to UNIREG.

Monty contacted David Hughes, the author of mSQL, to see if Hughes would be
interested in connecting mSQL to UNIREG’s B+ ISAM handler to provide indexing
to mSQL. Hughes was already well on his way to mSQL 2, however, and had his
indexing infrastructure in place. TcX decided to create a database server that was
more compatible with its requirements.

TcX was smart enough not to try to reinvent the wheel. It built upon UNIREG and
capitalized on the growing number of third-party mSQL utilities by writing an API
into its system that was, at least initially, practically identical to the mSQL API. As a
result, an mSQL user who wanted to move to TcX's more feature-rich database
server would only have to make trivial changes to any existing code. The code
supporting this new database, however, was completely original.

By May 1995, TcX had a database that met its internal needs—MySQL 1.0. A busi-
ness partner, David Axmark at Detron HB, began pressing TcX to release this
server on the Internet and follow a business model pioneered by Aladdin’s L. Peter
Deutsch. Specifically, this business model enabled TcX developers to work on
projects of their own choosing and release the results as free software. Commer-
cial support for the software generated enough income to create a comfortable lif-
estyle. The result is a very flexible copyright that makes MySQL “more free” than
mSQL. Eventually, Monty released MySQL under the GPL so that MySQL is now
“free as in speech” and “free as in beer”.

As for the name MySQL, Monty says, “It is not perfectly clear where the name
MySQL derives from. TcX’s base directory and a large amount of their libraries and
tools have had the prefix 'my’ for well over 10 years. However, my daughter
(some years younger) is also named My. So which of the two gave its name to
MySQL is still a mystery.”

A few years ago, TcX evolved into the company MySQL AB at http://www.mysgl.
com. This change better enables its commercial control of the development and
support of MySQL. MySQL AB is a Swedish company run by MySQL’s core devel-
opers. MySQL AB owns the copyright to MySQL as well as the trademark “MySQL".
Since the initial Internet release of MySQL, it has been ported to a host of Unix
operating systems (including Linux, FreeBSD, and Mac OS X), Win32, and OS/2.
MySQL AB estimates that MySQL runs on about 500,000 severs.

MySQL Design

Working from the legacy of mSQL, TcX decided MySQL had to be at least as fast
as mSQL with a much greater feature set. At that time, mSQL defined database per-
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www.mysgl.com vs. www.mysql.org

As this book is being written, MySQL AB has no control over the mysql.org
domain. Until June 2001, mysgl.org was owned by someone else who had sim-
ply pointed it to the mysgl.com domain. On June 4, 2001, a company called
NuSphere bought the mysql.org domain and put up a different site. MySQL AB
requested the domain be transferred to them, but NuSphere refused.

MySQL AB claims that NuSphere is distributing non-GPL, proprietary code with
MySQL in violation of MySQL’s GPL license in addition to hijacking the MySQL
trademark. NuSphere, on the other hand, claims it is not violating the GPL and
that MySQL signed a contract to allow NuSphere to use the MySQL trademark.
Both sides have sued each other, and the matter is now before the courts.

Regardless of where your sympathies lie on the issue or the eventual outcome,
the official source of MySQL is MySQL AB at www.mysql.com.

formance, so TcX's goal was no small task. MySQL’s specific design goals were
speed, robustness, and ease of use. To get this sort of performance, TcX decided
to make MySQL a multithreaded database engine. A multithreaded application per-
forms many tasks at the same time just as if multiple instances of that application
were running simultaneously. Fortunately, multithreaded applications do not pay
the very expensive cost of starting up new processes.

In being multithreaded, MySQL has many advantages. A separate thread handles
each incoming connection with an extra thread always running in order to man-
age the connections. Multiple clients can perform read operations simultaneously
without impacting one another. Write operations, on the other hand, only hold up
other clients that need access to the tables being updated. While any thread is
writing to a table, all other threads requesting access to that table simply wait until
the table is free. Your client can perform any allowed operation without concern
for other concurrent connections. The connection-managing thread prevents other
threads from reading or writing to a table in the middle of an update.

Figure 1-1 illustrates the multithreaded nature of a MySQL database server. Another
advantage of this architecture is inherent to all multithreaded applications: even
though the threads share the same process space, they execute individually.
Because of this separation, multiprocessor machines can spread the load of each
of the threads across the many CPUs.

In addition to the performance gains introduced by multithreading, MySQL has a
richer subset of SQL than mSQL. MySQL supports over a dozen data types and
additionally supports SQL functions. Your application can access these functions
through ANSI SQL statements.
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Figure 1-1. The client/sever design of MySQL

The Great Transaction Debate

Transactions are a relatively new feature of the MySQL database engine. It is,
in fact, a feature that is not present unless you set up your tables to support it.
A lot of people wondered for a long time what use MySQL was without trans-
actions and why they would set up tables without support for transactions. The
answer is one word: performance.

The minute you introduce transactions into the picture, the database takes a
performance hit. Transactions add the overhead of complex locking and trans-
action logging. The complex locking includes support for something called
transaction isolation levels. We will discuss transaction isolation levels in
Chapter 9. Basically, however, increasing transaction isolation levels require an
increasing amount of work by the database to support the same functionality.
The more work the database has to do for a task, the slower it performs that
task.

Transactions are important for applications that support complex rules for the
concurrent updating data. They prevent concurrent updates from leaving the
database in an inconsistent state at any point in its life. The most common use
for MySQL, on the other hand, is to drive dynamic Web content. This use is
“heavy read” in that 80% or more of the work is reading from the database. In
such an environment, support for transactions is generally not needed. Perfor-
mance, however, is.
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MySQL actually extends ANSI SQL with a few features. These features include new
functions (ENCRYPT WEEKDAYIF, and others), the ability to increment fields
(AUTO_INCREMENANnd LAST INSERT ID), and case sensitivity.

MySQL did intentionally omit some SQL features found in the major database
engines. For the longest time, transactions support was the most notable omis-
sion. The latest releases of MySQL, however, now provide some support for trans-
actions. Stored procedures, another notable omission, are scheduled for a future
release. Finally, MySQL does not support most additions to the SQL standard as of
SQL3. The most important SQL3 feature missing from MySQL is support for object-
oriented data types.

Since 1996, MySQL AB has been using MySQL internally in an environment with
more than 40 databases containing 10,000 tables. Of these 10,000 tables, more than
500 contain over seven million records—about 100 GB of data.

MySQL Features

We have already mentioned multithreading as a key feature to support MySQL’s
performance design goals. It is the core feature around which MySQL is built.
Other features include:

Openness
MySQL is open in every sense of the term. Its SQL dialect uses ANSI SQL2 as
its foundation. The database engine runs on countless platforms, including
Windows 2000, Mac OS X, Linux, FreeBSD, and Solaris. If no binary is avail-
able for your platform, you have access to the source to compile to that plat-
form.

Application support
MySQL has an API for just about any programming language. Specifically, you
can write database applications that access MySQL in C, C++, Eiffel, Java, Perl,
PHP, Python, and Tcl. In this book, we cover C, C++, Java, Perl, and PHP.

Cross-database joins
You can construct MySQL queries that can join tables from different databases.

Outer join support
MySQL supports both left and right outer joins using both ANSI and ODBC
syntax.

Internationalization
MySQL supports several different character sets, including 1SO-8859-1, Big5,
and Shift-JIS. It also supports sorting for different character sets and can be
customized easily. Error messages can also be provided in different languages.
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Above all else, MySQL is cheap and it's fast. Other features of MySQL may attract
you, but you are probably looking in the wrong direction if cost and performance
are not issues for you. The other relational databases fall into two categories:

< Other low-cost database engines like mSQL, PostgresSQL, and InstantDB.
< Commercial vendors like Oracle, Microsoft, and Sybase.

MySQL compares well with other free database engines. It blows them away, how-
ever, in terms of performance. In fact, mSQL does not compare with MySQL on
any level. InstantDB compares reasonably on a feature level, but MySQL is still
much faster. PostgresSQL has some cool SQL3 features, but it carries the bloat of
the commercial database engines. If you are looking at the low-cost database
engines, then you probably want PostgresSQL if you are using advanced SQL3 fea-
tures and MySQL if you are doing anything else.

Oddly enough, comparing MySQL with Oracle or some other commercial data-
base is a lot like comparing MySQL with PostgresSQL. The commercial database
engines support just about every feature you can think of, but all those features
come at a performance cost. None of these database engines can compete with
MySQL for read-heavy database applications. They certainly cannot compete on
price. They only really compete in terms of SQL3 feature set and commercial sup-
port. MySQL AB is working to close the gap on both counts.

Like many applications, MySQL has a test suite that verifies that a newly compiled
system does indeed support all of the features it is supposed to support without
breaking. The MySQL team calls its test suite “crash-me” because one of its fea-
tures is to try to crash MySQL.

Somewhere along the way, someone noticed that “crash-me” was a portable pro-
gram. Not only could it work on different operating systems, but you could use it
to test different database engines. Since that discovery, “crash-me” has evolved
from a simple test suite into a comparison program. The tests encompass all of
standard SQL as well as extensions offered by many servers. In addition, the pro-
gram tests the reliability of the server under stress. A complete test run gives a
thorough picture of the capabilities of the database engine being tested.

You can use “crash-me” to compare two or more database engines online. The
“crash-me” page is http://www.mysgl.com/information/crash-me.php.

What You Get

MySQL is a relational database management system. It includes not only a server
process to manage databases, it also provides tools for accessing the databases and
building applications against those databases. Among these tools are:
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mysq|l
Executes SQL against MySQL. You can also use it to execute SQL commands
stored in a file.

mysqlaccess
Manages users.

mysqladmin
Enables you to manage the database server, including the creation and dele-
tion of databases.

mysqld
The actual MySQL server process.

mysqldump
Dumps the definition and contents of a MySQL database or table to a file.

mysqlhotcopy
Performs a hot backup of a MySQL database.

mysqlimport
Imports data in different file formats into a MySQL table

mysqlshow
Shows information about the MySQL server and any objects like databases and
tables in that server.

safe_mysqld
Safely starts up the mysqld process on a UNIX machine.

Over the course of this book, we will go into the details of each of these tools.
How you use these tools and this book will depend on the way you want to use
MySQL.

Are you a database administrator (DBA) responsible for the MySQL runtime envi-
ronment? The chief concerns of a DBA is the installation, maintenance, security,
and performance of MySQL. We tackle these issues in Part II.

Are you an application architect responsible for the design of solid database appli-
cations? Architects focus on data modeling and database application architecture.
We address the impact of MySQL on these issues in the first few chapters of Part
.

Are you a database application developer responsible for building applications that
rely on a database? A database application developer needs tools for providing
their applications with data from MySQL. Most of Part Ill covers the various pro-
gramming APIs that support application interaction with MySQL.

No matter who you are, you need to know the language spoken by MySQL—SQL.
Like most database engines, MySQL supports the American National Standards
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Institute (ANSI) SQL2 standard with proprietary extensions. Chapter 4 is a compre-
hensive tutorial on MySQL’s dialect of SQL. The details of the language are cov-
ered in several chapters in Part IV.

Copyright © 2001 O'Reilly & Associates, Inc.
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2

Introduction to Relational Databases

Large corporate computing shops have been using complex and expensive database prod-
ucts for years. These full-featured, heavily optimized software systems are the only way
for a big organization to manage its volumes of corporate information.

Home computer users haven’t traditionally needed database products at all. They house
their data—addresses, to-do lists, etc.—on their systems in small files or in specialized
off-the-shelf spreadsheet and phonebook applications.

A new category of computer users who fall between these two extremes has come into
play. These persons maintain moderate-sized information sets required for small
organizations, such as new businesses or nonprofit organizations. Alternatively, such
users may be a geographically isolated part of a larger company. Or they be individuals
interested in maintaining complex personal data, such as a list of songs from favorite
bands that can be served up on a personal web page. If you are the kind of person who
wants a database, who is willing to do some work to set one up, but who does not want to
spend six figures on a product and a fleet of programmers to maintain it, this book is for
you.

This book introduces you to the world of small-scale database development through one
popular database product: MySQL. We start by introducing you to relational databases
and MySQL. We then proceed to show you how to get up and running with MySQL and
how to administer it. The rest of the book covers the use of MySQL to design, build and
support the type of applications important to users like you.

What Is a Database?

A database is, simply put, a collection of data. An example of a non-electronic database is
the public library. The library stores books, periodicals, and other documents. When you
need to locate some data at the library, you search through the card catalog or the periodi-
cals index, or maybe you even ask the librarian. Another similar example is the unsorted
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pile of papers you might find on your desk. When you need to find something, you rifle
through the stack until you find the scrap of paper you are looking for. This database
works (or maybe it doesn’t) because the size of the database is incredibly small. A stack
of papers certainly would not work with a larger set of data, such as the collections in the
library. In the library, without the card catalog, periodicals index, and librarian, the library
would still be a database; it would just be an unusable database. A database therefore
generally requires some sort of organization to be of value. Your pile of papers would be
much more reliable if you had some sort of filing system (then maybe you would not have
lost that phone number!). So, restating our definition, we will define a database as an
organized collection of data.

The library and the stack of papers have many similarities. They are both databases of
documents. It makes no sense, however, to combine them because your papers are only
interesting to you and the library contains documents of general interest. Both databases
have a specific purpose and they are organized according to that purpose. We will there-
fore amend our definition a bit further: a database is a collection of data that is organized
and stored according to some purpose.

Traditional paper-based databases have many disadvantages. They require a tremendous
amount of physical space. Libraries occupy entire buildings and searching a library is rel-
atively slow. Anyone who has spent time in a library knows that it can consume a non-
trivial amount of time to find the information you seek. Libraries are also tedious to
maintain and an inordinate amount of time is spent keeping the catalogs and shelves con-
sistent. Electronic storage of a database helps to address these issues.

MySQL is not a database, per se. It is computer software that enables a user to create,
maintain, and manage electronic databases. This category of software is known as a
Database Management System (DBMS). A DBMS acts as a broker between the physical
database and the users of that database.

When you first began managing electronic information, you almost certainly used a flat
file such as a spreadsheet file. The file system is the electronic version of the pile of
papers on your desk. You likely came to the conclusion that this sort of ad hoc electronic
database didn’t meet your needs any more. A DBMS is the logical next step for your
database needs, and MySQL is the first stepping stone into the world of relational
database management systems.

What Is a Relational Database?

According to our definition, a database is an organized collection of data. A relational
database organizes data into tables and represents relationships between those tables.
These relationships allow you to combine data from multiple tables to provide different
“views” of the data.It is probably easier to illustrate the concepts of tables and
relationships than try to explain them. Table 1-1 is an example of a table that might
appear in a book database.

Table 1-2: A Table of Books (continued)
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ISBN Title Author
0-446-67424-9 L.A. Confidential James Ellroy
0-201-54239-X An Introduction to Database Systems C.J. Date
0-87685-086-7 Post Office Charles Bukowski
0-941423-38-7 The Man with the Golden Arm Nelson Algren

Table 1-3 and Table 1-5 demonstrate two tables that might appear in an NBA database.

Table 1-4: A Table of NBA Teams (continued)

Team # Name Coach

1 Sacramento Kings Rick Adelman
2 Minnesota Timberwolves Flip Saunders
3 L.A. Lakers Phil Jackson

4 Portland Trailblazers Mike Dunleavy

Table 1-6: A Table of NBA Players (continued)

Name Position Team #
Vlade Divac Center 1
Kevin Garnett Forward 2
Kobe Bryant Guard 3
Rasheed Wallace Forward 4
Damon Stoudamire Guard 4
Shaquille O’Neal Center 3

We’ll get into the specifics about tables later on, but you should note a few things about
these examples. Each table has a name, several columns, and rows containing data for
each of the columns. A relational database represents all of your data in tables just like
this and provides you with retrieval operations that generate new tables from existing
ones. As a result, the user sees the entire database in the form of tables.

Also note that the “Team #’ column appears in both tables. It encodes a relationship
between a player and a team. By linking the “Team #” columns you can determine that
Vlade Divac plays for the Sacramento Kings. You could also figure out all the players on
the Portland Trailblazers. This linking of tables is called a “relational join”, or “join” for
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short. A DBMS for a relational system is often called a Relational Database Management
System (RDBMS). MySQL is an example of an RDBMS.

Where does SQL fit into all of this? We need some way to interact with the database. We
need to define tables and retrieve, add, update, or delete data. SQL (Structured Query
Language) is a computer language used to express database operations for data organized
in a relational form.

SQL is commonly pronounced “Sequel”. MySQL is pronounced
“MySequel”.

SQL is the industry standard language that most database programmers speak, and it is
used by most RDBMS packages. As the name indicates, MySQL is a SQL database
engine. However, it only supports a subset of the current SQL standard, SQL2. We will
discuss exactly how MySQL support for SQL differs from the standard in later chapters.

Applications and Databases

According to our definition, a database is an organized collection of data that serves some
purpose. Simply having a DBMS is not sufficient to give your database purpose. How you
use your data defines its purpose. Imagine a library where nobody ever reads the books.
There would not be much point in storing and organizing all those books if they’re never
used. Now, imagine a library where you could not change or add to the collection. The
utility of the library as a database would decrease over time since obsolete books could
never be replaced and new books could never be added. In short, a library exists so that
people may read the books and find the information they seek.

Databases exist so that people can interact with them. In the case of electronic databases,
the interaction occurs not directly with the database, but instead indirectly through soft-
ware applications. Before the emergence of the World Wide Web, databases typically
were used by large corporations to support various business functions: accounting and
financials, shipping and inventory control, manufacturing planning, human resources, and
so on. The web and more complex home computing tasks have helped move the need for
database applications outside the realm of the large corporation.

Databases and the Web

The area in which databases have experienced the most explosive growth—an area where
MySQL excels—is in web application development. As the demand for more complex
and robust web applications grows, so does the need for databases. A database backend
can support many critical functions on the web. Virtually any web content can be driven
by a database.

Consider the example of a catalog retailer who wants to publish on the web and accept
orders online. If the contents of the catalog are entered directly into one or more HTML
files, someone has to hand edit the files each time a new item is added to the catalog or a
price is changed. If the catalog information is instead stored in a relational database, it
becomes possible to publish real-time catalog updates simply by changing the product or
price data in the database. It also becomes possible to integrate the online catalog with
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existing electronic order-processing systems. Using a database to drive such a web site
thus has obvious advantages for both the retailer and the customer.

Here’s how a web page typically interacts with a database. The database is on your web
server or another machine that your server can talk to (a good DBMS makes this kind of
distributed responsibility easy). You put a form on one web page that the user fills in with
a query or data to submit. When the user submits the form to your server, the server runs a
program that you’ve written to extract the data from the form. These programs are most
often written as CGI scripts and Java servlets, but they can also be implemented by
embedding programming commands right inside the HTML page. We will look at all of
these methods in this book.

Now your program knows what the user is asking for or wishes to add to the database.
The program issues an SQL query or update, and the database magically takes care of the
rest. Any results obtained from the database can be formatted by your program into a new
HTML page to send back to the user.

Summary

MySQL is an SQL-based Relational Database Management System (RDMS). Relational
databases are organized into tables and relationships between the tables. These tables are
further broken up into columns and rows. Each row in a table represents one record of
data. Each column represents one “piece” of data for each record. Some columns are
used to represent a relationship between two tables, thus storing that relationship a another
“piece” of data. SQL stands for Structured Query Language. This is a standard language
that is used to insert, retrieve, update and delete data from your relational database. It is
also used to define the structure of your database tables.

That’s all there is to it. The basic concepts behind relational databases are quite simple.

Therein lies the power: these simple building blocks — tables, columns, rows,
relationships, and SQL — can be combined to create powerful applications.
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3

Installation

This chapter describes how to download and install MySQL. MySQL is available for
wide variety of target operating systems. In this chapter, we provide an overview of how
to install MySQL binary and source distributions for Unix (Solaris and Linux).
Instructions for installation onto Win32 systems are also provided.

Getting prepared
Before you begin installing MySQL, you must answer a couple of questions.

1. Which version do I want to install?

This is typically a decision between the latest stable release and the latest development
release. In general, we recommended that you go with the latest stable release unless you
need specific features in a development release that are not available in the stable release.

Presently this comes down to a choice between MySQL 3.23 and MySQL-Max 3.23.
MySQL-Max is a beta release of the MySQL software with support for transactions (via
BerkeleyDB and InnoDB tables). The standard MySQL binary does not include support
for these types of tables.

2. Do I want to install a binary or source distribution?

In general, we recommend that you install a binary distribution if one is available for your
platform. In most cases a binary distribution will be easier to install than a source
distribution.

We recommend that whenever possible you install from a binary distribution. In general
this is the fastest and most reliable way to get MySQL up and running. The MySQL team
and contributors have to great lengths to ensure that the binary distributions on their site
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are built with the best possible options. However, you may encounter cases where you
need to build your MySQL distribution from scratch. For example,

There are a few reasons that you would need to install a source distribution:

e You are not able to locate a binary distribution for your target system

e You want to configure MySQL with some combination of options that is not
available in any of the binary distributions

e You want to optimize your installation of MySQL by modifying compiler
options or by using a different compiler

e You need to apply a bug fix patch

Downloading the Software

With the answers to those questions in mind, you can complete the first step in installing
MySQL. That is to download the distribution. The best place to obtain MySQL source or
binary distributions is from the MySQL downloads page,
http://www.mysql.com/downloads or from one of the many mirror sites which can be
found at http://www.mysql.com/downloads/mirrors.html.

Unix Installation

MySQL is available on a wide variety of UNIX platforms. Here go over the steps
necessary to install binary and source distributions on Solaris and Linux. These can also
be used as a general guide to installation on other operating systems, which should be
very similar to our examples.

Installing a binary (tarball) distribution

In order to install a binary distribution, you will need the tar utility and the GNU gunzip
utility.

Solaris tar is known to have problems with some of the long filenames
in the MySQL binary distribution. In order to successfully unpack the
binary distribution on a Solaris system, you may need to obtain GNU
gtar. A binary distribution version of this is available at
www.mysql.com/downloads/os-solaris.html.

The binary distributions are all named using the following convention: mysql-
<VERSION>-<OS>.tar.gz. <VERSION> is a number representing the version of the
software contained in the distribution = <OS> is the operating system the binary
distribution is built for.  Binary distributions named mysql-max-<VERSION>-
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<OS>.tar.gz contain a version of MySQL compiled with support for transaction —safe
tables.

Assume for this example, that we have chosen to install MySQL 3.23.40 on an Sun
Solaris server. Also assume the distribution file mysql-3.23.40-sun-solaris2.7-sparc.tar.gz
has been downloaded into the /tmp directory.

We recommend that you create a user and group for MySQL administration. This user
should be used to run the mysql server, and to perform administrative tasks. It is possible
to run the server as root, but is it not recommended.

The first step is to create a user that will be used to run the MySQL server. On Solaris
and Linux, this can be done with the useradd and groupadd utilities. In our
example, we create a user called “mysql”. In practice, you can choose any username
and/or that you like.

$ groupadd mysgl
S useradd —-g mysqgl mysgl

Select the desired location for the mysql software and change your current directory to
that location. In this example, we install into /usr/local.

/usr/local is the standard install location that is assumed by the
MySQL software. You can, of course, install it wherever you like. If
you choose to install in a location other than /usr/local, you will
need to modify some of scripts provided by MySQL. See the MySQL
installation instructions at http:/www.mysql.org/documentation for
more details.

| $ cd /usr/local

Now, unpack the software.

|$ gunzip -c /tmp/mysgl-3.23.40-sun-solaris2.7-sparc.tar.gz | tar —xf -

On a Solaris server, you may need to use GNU tar:

S gunzip -c /tmp/mysgl-3.23.40-sun-solaris2.7-
sparc.tar.gz | gtar -xf -

You should now see one directory.

$ 1s -1

total 1

drwxr-xr-x 28 user users 1024 Jul 18 14:29 mysgl-3.23.40-sun-
solaris2.7-sparc/

The next step is to create a symbolic link so that the installation can be referred to as
/usr/local/mysqgl.

S In -s mysgl-3.23.40-sun-solaris2.7-sparc mysql
$ 1s -1

1 rwXrwxrwx 1 user users 31 Jul 26 18:32 mysgl -> mysqgl-3.23.40-sun-
solaris2.7-sparc/
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drwxr-xr-x 12 user users 1024 Jul 18 17:07 mysgl-3.23.40-sun-
solaris2.7-sparc/

Now, lets go into the mysqgl directory and have a look around.
S cd mysqgl
$ 1s -1
total 4476
-TwW-Yr—-r--— 1 user users 19076 Jul 18 14:21 COPYING
-rw-Yr—--r-- 1 user users 28011 Jul 18 14:21 COPYING.LIB
-TwW-Yr—-r--— 1 user users 122213 Jul 18 14:19 ChangeLog
-TwW-Yr—--r--— 1 user users 14842 Jul 18 14:21 INSTALL-BINARY
-rw-r—--r-- 1 user users 1976 Jul 18 14:19 README
drwxr-xr-x 2 user users 1024 Jul 18 17:07 bin/
—TWXY—Xr-X 1 user users 773 Jul 18 17:07 configure*
drwxr-x-—-— 4 user users 1024 Jul 26 18:27 data/
drwxr-Xr-x 2 user users 1024 Jul 18 17:07 include/
drwxr-xr-x 2 user users 1024 Jul 18 17:07 1lib/
-TwW-Yr—--r--— 1 user users 2321255 Jul 18 14:21 manual.html
-TwW-Yr—--r--— 1 user users 1956858 Jul 18 14:21 manual.txt
-rw-r—--r--— 1 user users 80487 Jul 18 14:21 manual_ toc.html
drwxr-Xr-x 6 user users 1024 Jul 18 17:07 mysgl-test/
drwxr-Xr-x 2 user users 1024 Jul 18 17:07 scripts/
drwxr-Xr-x 3 user users 1024 Jul 18 17:07 share/
drwxr-Xr-x 7 user users 1024 Jul 18 17:07 sgl-bench/
drwxr-Xr-x 2 user users 1024 Jul 18 17:07 support-files/
drwxr-Xr-x 2 user users 1024 Jul 18 17:07 tests/

The software is now installed. We have a few set-up tasks left to do. Run
scripts/mysqgl_install_db to create the MySQL grant tables:

S scripts/mysgl_install_db

Preparing db table

Preparing host table

Preparing user table

Preparing func table

Preparing tables_priv table

Preparing columns_priv table

Installing all prepared tables

010726 19:40:05 ./bin/mysgld: Shutdown Complete

Set up the ownership of the binaries so they are owned by root and in the MySQL
adminstrator group that you created earlier (in our case, mysql).

$ chown -R root /usr/local/mysqgl
S chgrp -R mysgl /usr/local/mysqgl

Set the ownership of the data directories to the MySQL administrative user you created
earlier (for this example, mysql).

|$ chown -R mysgl /usr/local/mysgl/data

MySQL is now installed and ready to go. To start the server run safe_mysqld:
|$ bin/safe mysqgld -user=mysqgl &
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If you would like to have MySQL server start automatically at server boot, you can copy
support-files/mysqgl.server scriptto the appropriate location on your system.
See the script for more details.

Installing a binary RPM (RedHat Package Manager)
Distribution

The recommended way to install MySQL on an Intel Linux system is via RPM (RedHat
Package Manager). Several RPM files are available for download.

Filename Description

MySQL-<VERSION>.1386.rpm The MySQL server software

MySQL-client-<VERSION>.i386.rpm | The MySQL client software

MySQL-bench-<VERSION>.1386.rpm MySQL tests and benchmarks. This
requires the perl and msql-mysql-
modules RPMs.

MySQL-devel -<VERSION>.1386.rpm Libraries and includes files for
compiling other MySQL clients.

MySQL-shared-<VERSION>.1i386.rpm | MySQL client shared libraries.

The procedure for installing a RPM distribution is simple. First, obtain the RPM(s) you
wish to install. Second, use the rpm utility to install.

Assume for this example that we will install all of the RPM packages for version 3.23.40
on an Intel Linux system. Also assume RPM files My SQL-3.23.40-1.1386.rpm,
MySQL-client-3.23.40-1.1i386.rpm, MySQL-devel-3.23.40-
1.1386.rpm., MySQL-bench-3.23.40-1.1i386.rpm and MySQL-shared-
3.23.40-1.1386.rpmhave been downloaded to / tmp.

Installing them is as simple as executing this sequence of commands:

rpm —-i /tmp/MySQL-3.23.40-1.1386.rpm

rpm —-i /tmp/MySQL-client-3.23.40-1.1386.rpm
i /tmp/MySQL-devel-3.23.40-1.1386.rpm
rpm —-i /tmp/MySQL-bench-3.23.40-1.1386.rpm
rpm —-i /tmp/MySQL-shared-3.23.40-1.1386.rpm

Ur Uy Ur Ur Ur
g
o

You don’t need to install all of them. At a minimum, you’ll need the MySQL and
MySQL-client packages.

The RPM will creates the appropriate entries in * /etc/rc.d/’ to automatically start

and stop the server at system boot and shutdown. The RPM also starts the mysql server ,
so after the RPM install is complete, you are ready to start using MySQL.
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The RPM distributions place the files in different locations than the
“tarball” distribution. To examine an RPM to determine where the files
were placed, use the RPM query option.

$ rpm —gpl MySQL-<VERSION>.1386.rpm

If you wish to determine the location but have discarded the RPM files
already, you can query the RPM database.

S rpm —-gl MySQL-<VERSION>

Another thing to note: the RPM places data in /var/lib/data
instead of /usr/local/data.

Installing from a source distribution

Installing from a source distribution is very different from installing a binary distribution.
Since you will be building the software from source code, you will need a full set of tools:

e GNUgunzip
e tar or GNU tar.

e An ANSI C++ compiler. GNU gcc 2.95.2 (or higher) is recommended. egcs
1.0.2/eges 2.91.66, SGI C++ and SunPro C++ are known to work.

e make. Gnu make is recommended.

Compiling from source is an inherently involved process with many possible variations
depending upon your operating system, your desired configuration, your toolset, etc. As a
result, we provide an overview of the process to get you started. However, we assume
that you are experienced with building software from source. If you encounter problems
building or installing MySQL, please refer to the full MySQL install documentation set at
http:/fwww.mysql.com/documentation.

The source distributions are named using the following convention: mysql-
<VERSION>.tar.gz. There is not a special MySQL-Max version of the MySQL source as
all versions are compiled from the same code base.

For our example, assume that mysql-3.23.40.tar.gz has been already downloaded to
/ tmp.

Just as with the binary install, the first step is to create a user that will be used to run the
MySQL server.

S groupadd mysqgl
S useradd —-g mysqgl mysqgl

In your filesystem, move to the location where you would like to unpack the source.
Unpack the bundle.
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| $ gunzip —c /tmp/mysqgl-3.23.40.tar.gz | tar —-xf -

Move into the newly created mysql directory. You must configure and build MySQL
from this location.

| $ cd mysql-3.23.40

Now, use the configure script to configure your build. We use the prefix option to set
our install location to /usr/local/mysql.

|$ ./configure —-prefix=/usr/local/mysqgl

configure offers a host of options that you can use to control how your
build is set up. For more help on what’s available, run

S ./configure --help

Also, check the full install documentation at
http:/fwww.mysql.com/documentation for a list of commonly used
configure options.

Configure may take a few minutes to complete. Next, we build the binaries.
| $ make

If all went well, you now have binary version of MySQL. The last thing you need to do is
install it.

| $ make install

The software is now installed. We have a few set-up tasks left to do. Run
mysgl_install_db to create the MySQL grant tables.

S cd /usr/local/mysqgl

S scripts/mysgl_install_db

Preparing db table

Preparing host table

Preparing user table

Preparing func table

Preparing tables_priv table

Preparing columns_priv table

Installing all prepared tables

010726 19:40:05 ./bin/mysgld: Shutdown Complete

Set up the ownership of the binaries so they are owned by root and in the MySQL
adminstrator group that you created earlier (in our case, mysql).

$ chown -R root /usr/local/mysqgl
S chgrp -R mysgl /usr/local/mysqgl

Set the ownership of the data directories to the MySQL administrative user you created
earlier (for this example, mysql).

|$ chown -R mysgl /usr/local/mysgl/data

MySQL is now installed and ready to go. To start the server run safe_mysqld:
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| S bin/safe mysgld -user=mysqgl &

If you would like to have MySQL server start automatically at server boot, you can copy
support-files/mysqgl.server scriptto the appropriate location on your system.
See the script for more details.

Windows Installation

The distributions for Windows can be found in the same place as the distributions for
Unix: at http://www.mysql.com/downloads or at one of the mirror sites. Windows
installation is simply a matter of downloading the mysql-<VERSION>.zip, unzipping it,
and running the setup program

The default install location for MySQL Windows is c:\mysql. The installer will allow you
to change the location, however if you choose to do so, you may need to modify some
configuration files to get everything working correctly. Refer to the full MySQL
installation documentation at http.://www.mysql.com/documentation for more information.

The installer will give you the choice between a typical, compact and custom install. We
recommend the typical install unless you wish to modify the list of components that are
installed. In that case, use the custom install.

The Windows binary distribution contains several servers for you to choose from.

Server Name Description

Mysqgld Debug binary with memory allocation checking, symbolic link
support and transactional table support (InnoDB and BDB).

mysgld-opt Optimized binary with NO support for transactional tables.
mysgld-nt Optimized binary with support for NT named pipes.
mysgld-max Optimized binary with support for transactional tables.

mysgld-max-nt | Optimized binary with support for transactional tables and NT
named pipes.

Once you have the software installed, the next step is to start the server. Though the
binaries are the same, the procedure for running the server is different depending on
whether you are using Windows 95/98 or Windows NT/2000. Each of these is covered
separately.
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Starting MySQL on Windows 95/98

In order to run MySQL on a Wndows 95/98 system, you’ll need to have TCP/IP support
installed. This can be found on your Windows CD-ROM if you haven’t installed it
already.

If you are running Windows 95, you need to make sure you have the
right version of Winsock. MySQL requires Winsock 2. Obtain the
latest and greatest Winsock from http://www.microsoft.com.

You will need to choose (from the list above) which server you would like to run. Note
that you can run the ‘-nt’ binaries, but you don’t get any benefit from it, since named
pipes are not supported on Window 95/98. Assume for our example, we have decided to
run mysgl-opt. To get the server started, open up an MS-DOS window and type:

| c:\> c:\mysgl\bin\mysqgld-opt
To stop the server, in an MS-DOS window type:
|C:\> c:\mysgl\bin\mysgladmin —-u root shutdown

Starting MySQL on Windows NT/2000

On Windows NT/2000, you’ll need at least service pack 3 to get the right level of TCP/IP
support for MySQL.

We recommend that you run the MySQL server as an NT service. To install it as a
service, open up an MS-DOS window and type:

| C:\> c:\mysgl\bin\mysgld-nt -install

This will create an NT service called ‘MySQL’. This service is now available from from
Services control panel. To access this, open up your control panel and double-click on the
“Services” icon. You will see a MySQL service.
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Services

Service Statug Startup
Alerter b arual -
ClipB ook Server t anual Start
COk+ Event Spstem b araal
Computer Browser Started Automatic Stop
DHCF Clignt Started Automatic

. ) Eauze
Directory Replicator b araal
EventLog Started .-’-‘«utu:umat!c Cartire
M eszenger Started Automatic

MuSql Automatic

Startup...
M Alert Started M aral LI ki

Huw Profiles...
Startup Parameters:

FIELLLE

Help

You can start now MySQL by clicking on the “Start” button. If you would like to change
the command line options for the MySQL service you can type them in the “Startup
Parameters” text box before starting the service. After the service has started, the status
shows as “Started”.

T >

Service Statuz Startup
Alerter t anual -
ClipB ook Server b araal Start
COMM+ Event System b anual
Computer Browser Started Automatic Stop
DHCF Clignt Started Automatic

. . Pauze
Directory Replicator t anual
EventLog Started Automatic G
Mezzenger Started Autornatic —

MySql Started Automatic Startup
M Alert Started b aral ;I =

Huw! Profiles. ..
Startup Parameters;

Help

Lk

To stop the service, press “Stop. You can also start and stop the service from an MS-
DOS prompt using the net start and net stop commands. To start it this way, open an MS-
DOS window, and type

C:\> net start mysgl
The MySgl service is starting.
The MySgl service was started successfully.

To stop it again, type
| C:\> net stop mysql
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The MySgl service is stopping............
The MySgl service was stopped successfully.

Wrapping up

If all went well, you’ve successfully installed MySQL. Now what? We recommend that
you take a look at Chapter 5 “Database Adminstration”. Here we cover the basics of how
to configure and run your server. After that, you'll be all set to start developing
applications MySQL.

If you had problems getting MySQL to install, please refer to the full MySQL
documentation at http://www.mysql.com/documentation for help. There you will find the
most up-to-date information as well as more details about installation steps for other
operating systems.
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SQL According to MySQL

The Structured Query Language (SQL) is the language used to read and write to
MySQL databases. Using SQL, you can search for data, enter new data, modify
data, or delete data. SQL is simply the most fundamental tool you will need for
your interactions with MySQL. Even if you are using some application or graphi-
cal user interface to access the database, somewhere under the covers that applica-
tion is generating SQL.

SQL is a sort of “natural” language. In other words, an SQL statement should
read—at least on the surface—like a sentence of English text. This approach has
both benefits and drawbacks, but the end result is a language very unlike tradi-
tional programming languages such as C, Java, or Perl.

SQL Basics

SQL* is “structured” in the sense that it follows a very specific set of rules. A com-
puter program can easily parse a formulated SQL query. In fact, the O'Reilly book
lex & yacc by John Levine, Tony Mason, and Doug Brown implements a SQL
grammar to demonstrate the process of writing a program to interpret language! A
query is a fully-specified command sent to the database server, which then per-
forms the requested action. Below is an example of an SQL query:

SELECT name FROM people WHERE name LIKE ‘Stac%’

As you can see, this statement reads almost like a form of broken English: “Select
names from a list of people where the names are like Stac.” SQL uses very few of

* Pronounced either “sequel” or “ess-que-ell.” Certain people get very religious about the pronunciation
of SQL. Ignore them. It is important to note, however, that the “SQL” in MySQL is properly pronounced
“ess-que-ell.”
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the formatting and special characters that are typically associated with computer
languages. Consider, for example, “$++;($*++/$]);$&$",,;$!” in Perl versus “SELECT
value FROM table” in SQL.

The SQL Story

IBM invented SQL in the 1970s shortly after Dr. E. F. Codd first invented the con-
cept of a relational database. From the beginning, SQL was an easy to learn, yet
powerful language. It resembles a natural language such as English, so that it
might be less daunting to a nontechnical person. In the 1970s, even more than
today, this advantage was an important one.

There were no casual hackers in the early 1970s. No one grew up learning BASIC
or building web pages in HTML. The people programming computers were peo-
ple who knew everything about how a computer worked. SQL was aimed at the
army of nontechnical accountants and business and administrative staff that would
benefit from being able to access the power of a relational database.

SQL was so popular with its target audience, in fact, that in the 1980s the Oracle
corporation launched the world’s first publicly available commercial SQL system.
Oracle SQL was a huge hit and spawned an entire industry built around SQL.
Sybase, Informix, Microsoft, and several other companies have since come for-
ward with their implementations of a SQL-based Relational Database Management
System (RDBMS).

At the time Oracle and its first competitors hit the scene, SQL was still brand new
and there was no standard. It was not until 1989 that the ANSI standards body
issued the first public SQL standard. These days it is referred to as SQL89. This
new standard, unfortunately, did not go far enough into defining the technical
structure of the language. Thus, even though the various commercial SQL lan-
guages were drawing closer together, differences in syntax still made it non-trivial
to switch among implementations. It was not until 1992 that the ANSI SQL stan-
dard came into its own.

The 1992 standard is called both SQL92 and SQL2. The SQL2 standard expanded
the language to accommodate as many of the proprietary extensions added by the
commercial implementations as was possible. Most cross-DBMS tools have stan-
dardized on SQL2 as the way in which they talk to relational databases. Due to the
extensive nature of the SQL2 standard, however, relational databases that imple-
ment the full standard are very complex and very resource intensive.
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SQL2 is not the last word on the SQL standard. With the growing
popularity of object-oriented database management systems
(OODBMS) and object-relational database management systems
(ORDBMS), there has been increasing pressure to capture support
for object-oriented database access in the SQL standard. The recent
SQL3 standard is the answer to this problem.

When MySQL came along, it took a new approach to the business of database
server development. Instead of manufacturing another giant RDBMS and risk hav-
ing nothing more to offer than the big guys, Monty created a small, fast implemen-
tation of the most commonly used SQL functionality. Over the years, that basic
functionality has grown to support just about anything you might want to do with
80% of database applications.

The Design of SQL

As we mentioned earlier, SQL resembles a human language more than a com-
puter language. SQL accomplishes this resemblance by having a simple, defined
imperative structure. Much like an English sentence, individual SQL commands,
called “queries,” can be broken down into language parts. Consider the following
examples:

CREATE TABLE people (name CHAR(10))
verb  object adjective phrase

INSERT INTO people  VALUES (me’)
verb indirect object direct object

SELECT name FROM people WHERE name LIKE '%¢e'

verb  direct object indirect object adj. phrase
Most implementations of SQL, including MySQL, are case-insensitive. Specifically,
it does not matter how you type SQL keywords as long as the spelling is correct.
The CREATE example from above could just as well appeared:

cREatE TAbIE people (name cHaR(10))

The case-insensitivity only extends to SQL keywords.” In MySQL, names of data-
bases, tables, and columns are case-sensitive. This case-sensitivity is not necessar-
ily true for all database engines. Thus, if you are writing an application that should
work against all databases, you should act as if names are case-sensitive.

* For the sake of readability, we capitalize all SQL keywords in this book. We recommend this convention
as a solid “best practice” technique.
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This first element of an SQL query is always a verb. The verb expresses the action
you wish the database engine to take. While the rest of the statement varies from
verb to verb, they all follow the same general format: you name the object upon
which you are acting and then describe the data you are using for the action. For
example, the query CREATE TABLE people (name CHAR(10))ses the verb CREATE
followed by the object TABLE. The rest of the query describes the table to be
created.

An SQL query originates with a client—the application that provides the facade
through which a user interacts with the database. The client constructs a query
based on user actions and sends the query to the SQL server. The server then must
process the query and perform whatever action was specified. Once the server has
done its job, it returns some value or set of values to the client.

Because the primary focus of SQL is to communicate actions to the database
server, it does not have the flexibility of a general-purpose language. Most of the
functionality of SQL concerns input to and output from the database: adding,
changing, deleting, and reading data. SQL provides other functionality, but always
with an eye towards how it can be used to manipulate the data within the database.

Sending SQL to MySQL

You can send SQL to MySQL using a variety of mechanisms. The most common
way is through some programming API from Part Ill. For the purposes of this
chapter, however, we recommend you use the command line tool mysqgl. When
you run this program at the command line, it prompts you for SQL to enter:
[09:04pm] carthage$ mysq| -u root -p
Enter password:

Welcome to the MySQL monitor. Commands end with ; or \g.
Your MySQL connection id is 3 to server version: 3.22.29

Type 'help' for help.
mysql>

The mysqgl command above says to connect to the MySQL server on the local
machine as the user root with the client prompting you for a password. Another
option, the -h option, enables you to connect to MySQL servers on remote
machines:

[09:04pm] carthage$ mysq| -u root -h db.imaginary.com -p

There is absolutely no relationship between UNIX or Windows 2000 user names
and MySQL user names. Users have to be added to MySQL independently of the
host on which they reside. No one therefore has an account on a clean MySQL
install except root. As a general rules, you should never connect to MySQL as root
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except when performing database administration tasks. If you have a clean instal-
lation of MySQL that you can afford to throw away, then it is useful to connect as
root for the purposes of this chapter so that you may create and drop databases.
Otherwise, you will have to connect to MySQL as whatever user name has been
assigned to you.

You can enter your SQL commands all on a single line, or you can split them
across multiple lines. MySQL patiently waits for a semi-colon before executing the
SQL you enter:

mysgl> SELECT book_number

-> FROM book
> .

B —

| book_number |
I 1

I 2|

I 3]

B —

3 rows in set (0.00 sec)

With the mysqgl command line, you generally get a command history depending on
how it was compiled. If it is compiled into your mysql client, you can use the up
and down arrows on your keyboard to navigate through past SQL commands you
have executed. For more information on the mysqgl tool, see Chapter 20.

Database Creation

In order to get started using MySQL, you need to create a database to use. First,
let's take a look at the databases that come with a clean MySQL installation using
the SHOW DATABASE®mMmand. On a clean install of MySQL 3.23.40 on Mac OS
X, the following tables already exist:

mysql> SHOW DATABASES;

2 rows in set (0.37 sec)

mysql>

The first database, mysql , is MySQL’s system database. You will learn more about
it in Chapter 5. The second table is a play table you can use to learn MySQL and
run tests against. You may find other databases on your server if you are not deal-
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ing with a clean install. For right now, however, we want to create a new data-
base to illustrate the use of the MySQL CREATEstatement:

CREATE DATABASE TEMPDB;

And then to work with the new database TEMPDB
USE TEMPDB;

Finally, you can delete that database by issuing the DROP DATABASEommand:
DROP DATABASE TEMPDB;

You will find as you explore SQL that you create new things using the CREATE
statement and destroy things using the DROPstatement just as we used them here.

Table Management

You should now feel comfortable connecting to a database on a MySQL server.
For the rest of the chapter, you can use the test database that comes with
MySQL or your own play database. Using the SHOWommand, you can display a
list of tables in the current database in a similar manner to the way you used it to
show databases. In a brand new install, the test database has no tables. The fol-
lowing shows the output of the SHOW TABLESommand when connected to the
mysql system database:

mysg> SHOW TABLES;

[ — +
| Tables_in_mysql |
e — +

| columns_priv |
| db |

| func |

| host |

| tables_priv |

| user |

[ — +

6 rows in set (0.00 sec)

To get a look at the what one of these tables looks like, you can use the
DESCRIBEcommand:

mysqgl> DESCRIBE db;

+. +. +. +. +. +
t 1 t t t

| Field | Type | Null | Key | Default | Extra |

+ + S R R SR——
| Host | char(60) binary | | PRI | | ]

| Db | char(64) binary| | PRI| |

| User | char(16) binary | | PRI | ||

| Select priv. [enum(N,Y) | | [N | |
|Insert_priv. Jenum(N,Y) | | [N | |
|Update_priv [enum(N,Y) | | |IN | |
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| Delete_priv Jenum(N,Y) | | IN | |
|Create priv |enum(N,Y) | | |IN | |
[Drop_priv. Jenum(N,Y) | | [N | |
|Grant_priv  |enum(N,Y) | | N | |

| References privjenum(N,Y) | | [N | |
|Index_priv Jenum(N,Y) | | [N | |
|Alter_priv [enum(NY) | | IN | |

13 rows in set (0.36 sec)

This output describes each column in the table with its data type, whether or not it
can contain null values, what kind of key it is, any default values, and extra infor-
mation. If all of this means nothing to you, don’t worry. We will describe each of
these elements as the chapter progresses.

You should now be ready to create your first table. You will, of course, want to
connect back to the test database since you definitely do not want to be adding
tables to the mysql database. The table, a structured container of data, is the most
basic concept of a relational database. Before you can begin adding data to a
table, you must define the table’s structure. Consider the following layout:

+ +
| people |

+. +. +
t t t

|name | char(10) not null |
| address | text(100) |
|id | int |

+ + +

Not only does the table contain the names of the columns, but it also contains the
types of each field as well as any additional information the fields may have. A
field’s data type specified what kind of data the field can hold. SQL data types are
similar to data types in other programming languages. The full SQL standard
allows for a large range of data types. MySQL implements most of them as well as
a few MySQL-specific types.

The general syntax for table creation is:

CREATE TABLE table_ name ( column_namel type [modifiers]
[, column_name2 type [modifiers]]

What constitutes a valid identifie—a name for a table or column—
varies from DBMS to DBMS. MySQL allows up to 64 characters in an
identifier, supports the character ‘$’ in identifiers, and lets identifiers
start with a valid number. More important, however, MySQL consid-
ers any valid letter for your local character set to be a valid letter for
identifiers.
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A column is the individual unit of data within a table. A table may have any num-
ber of columns, but large tables may be inefficient. This is where good database
design, discussed in Chapter 8, Database Design, becomes an important skill. By
creating properly normalized tables, you can “join” tables to perform a single
search from data housed in more than one table. We discuss the mechanics of a
join later in the chapter.

Consider the following create statement:

CREATE TABLE USER (

USER_ID BIGINT UNSIGNED NOT NULL PRIMARY KEY,

USER_NAME CHAR(10)  NOT NULL,

LAST_NAME VARCHAR(30),

FIRST_NAME VARCHAR(30),

OFFICE CHAR(2)  NOT NULL DEFAULT 'NY?);
This statement creates a table called USERwith four columns: USER_ID, USER _
NAME LAST_NAMEFIRST_NAME and OFFICE. After each column name comes
the data type for that column followed by any modifiers. We will discuss data
types and the PRIMARY KEY modifier later in this chapter.

The NOT NULL modifier indicates that the column may not contain any null val-
ues. If you try to assign a null value to that column, your SQL will generate an
error. Actually, there are a couple of exceptions to this rule. First, if the column is
AUTO_INCREMENTa null value will cause a value to be automatically generated.
We cover auto-incrementing later in the chapter. The second exception is for col-
umns that specify default values like the OFFICE column. In this case, the
OFFICE column will be assigned a value of 'NY’ when a null value is assigned to
the column.

Like most things in life, destruction is much easier than creation. The command to
drop a table from the database is:

DROP TABLE table_name

This command will completely remove all traces of that table from the database.
MySQL will remove all data within the destroyed table from existence. If you have
no backups of the table, you absolutely cannot recover from this action. The moral
of this story is to always keep backups and be very careful about dropping tables.
You will thank yourself for it some day.

With MySQL, you can specify more than one table to delete by separating the table
names with commas. For example, DROP TABLEpeople , animals , plants
would delete the three named tables. You can also use the IF EXISTS modifier to
avoid an error should the table not exist when you try to drop it. This modifier is
useful for huge scripts designed to create a database and all its tables. Before the
create, you do a DROP TABLE fable_name IF EXISTS
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MySQL Data Types

In a table, each column has a type. As we mentioned earlier, a SQL data type is
similar to a data type in traditional programming languages. While many lan-
guages define a bare-minimum set of types necessary for completeness, SQL goes
out of its way to provide types such as MONEYand DATEthat will be useful to
every day users. You could store a MONEYype in a more basic humeric type, but
having a type specifically dedicated to the nuances of money processing helps add
to SQL'’s ease of use—one of SQL’s primary goals.

Chapter 17, MySQL Data Types, provides a full reference of SQL types supported
by MySQL. Table 4-1 is an abbreviated listing of the most common types.

Table 4-1. Common MySQL Data Types (see Chapter 17 for a full list)

Data Type Description
INT An integer value. MySQL allows an INT to be either signed or unsigned.
REAL A floating point value. This type offers a greater range and precision

than the INT type, but it does not have the exactness of an INT.

CHAR(length) | A fixed-length character value. No CHAR fields can hold strings greater
in length than the specified value. Fields of lesser length are padded
with spaces. This type is likely the most commonly used type in any SQL
implementation.

TEXT(length) | A variable length character value.

DATE A standard date value. The DATE type stores arbitrary dates for the past,
present, and future. MySQL is Y2K compliant in its date storage.

TIME A standard time value. This type stores the time of day independent of a
particular date. When used together with a date, a specific date and time
can be stored. MySQL additionally supplies a DATETIME type that will
store date and time together in one field.

MySQL supports the UNSIGNED attribute for all numeric types. This
modifier forces the column to accept only positive (unsigned) num-
bers. Unsigned fields have an upper limit that is double that of their
signed counterparts. An unsigned TINYINT—MySQL’s single byte
numeric type—has a range of 0 to 255 instead of the -127 to 127
range of its signed counterpart.

MySQL provides more types than those mentioned above. In day-to-day program-
ming, however, you will find yourself using mostly these types. The size of the data
you wish to store plays a large role the design of your MySQL tables.
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Numeric Types

Before you create a table, you should have a good idea of what kind of data you
wish to store in the table. Beyond obvious decisions about whether your data is
character-based or numeric, you should know the approximate size of the data to
be stored. If it is a numeric field, what is its maximum possible value? What is its
minimum possible value? Could that change in the future? If the minimum is
always positive, you should consider an unsigned type. You should always choose
the smallest numeric type that can support your largest conceivable value. If, for
example, we had a field that represented the population of a state, we would use
an unsigned INT field. No state can have a negative population. Furthermore, in
order for an unsigned INT field not to be able to hold a humber representing a
state’s population, that state’s population would have to be roughly the popula-
tion of the entire Earth.

Character Types

Managing character types is a little more complicated. Not only do you have to
worry about the minimum and maximum string lengths, but you also have to
worry about the average size, the amount of variation likely, and the need for
indexing. For our current purposes, an index is a field or combination of fields on
which you plan to search—basically, the fields in your WHEREIlause. Indexing is,
however, much more complicated than this simplistic description, and we will
cover indexing later in the chapter. The important fact to note here is that indexing
on character fields works best when the field is fixed length. If there is little—or,
preferably, no—variation in the length of your character-based fields, then a CHAR
type is likely the right answer. An example of a good candidate for a CHAR field is
a country code. The ISO provides a comprehensive list of standard two-character
representations of country codes (US for the U.S.A., FR for France, etc.).” Since
these codes are always exactly two characters, a CHAR(2) is always the right
answer for this field.

A value does not need to be invariant in its length to be a candidate for a CHAR
field. It should, however, have very little variance. Phone numbers, for example,
can be stored safely in a CHAR(13) field even though phone number length varies
from nation to nation. The variance simply is not that great, so there is no value to
making a phone number field variable in length. The important thing to keep in
mind with a CHAR field is that no matter how big the actual string being stored is,

* Don't be lulled into believing states/provinces work this way. If you want to write an application that
works in an international environment and stores state/province codes, make sure to make it a CHAR(3)
since Australia uses three-character state codes. Also note that there is a 3-character 1SO country-code
standard.
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the field always takes up exactly the number of characters specified as the field’s
size—no more, no less. Any difference between the length of the text being stored
and the length of the field is made up by padding the value with spaces. While the
few potential extra characters being wasted on a subset of the phone number data
is not anything to worry about, you do not want to be wasting much more. Vari-
able-length text fields meet this need.

A good, common example of a field that demands a variable-length data type is a
web URL. Most web addresses can fit into a relatively small amount of space—
http://www.ora.com, http://www.imaginary.com, http://www.mysql.com—and con-
sequentially do not represent a problem. Occasionally, however, you will run into
web addresses like:

http://www.winespectator.com/Wine/Spectator/
_Nnotes| 55272939268343232214804313547Xv11=&Xr5=&Xv1=&type-region-
search-code=&Xal4=flora+springs&Xv4=.

If you construct a CHARfield large enough to hold that URL, you will be wasting a
significant amount of space for most every other URL being stored. Variable-length
fields let you define a field length that can store the odd, long-length value while
not wasting all that space for the common, short-length values.

Variable-length text fields in MySQL use precisely the minimum storage space
required to store an individual field. A VARCHAR(255) column that holds the string
“hello world,” for example, only takes up twelve bytes (one byte for each charac-
ter plus an extra byte to store the length).

In opposition to the ANSI standard, VARCHARN MySQL fields are not
padded. Any extra spaces are removed from a value before it is
stored.

You cannot store strings whose lengths are greater than the field length you have
specified. With a VARCHAR(4)field, you can store at most a string with 4 charac-
ters. If you attempt to store the string “happy birthday,” MySQL will truncate the
string to “happ.” The downside is that there is no way to store the odd string that
exceeds your designated field size. Table 4-2 shows the storage space required to
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store the 144 character Wine Spectator URL shown above along with an average-
sized 30 character URL.

Table 4-2. The Storage Space Required by the Different MySQL Character Types

Storage for a 144 Storage for a 30 Maximum String
Data Type Character String Character String Size
CHAR(150) 150 150 255
VARCHAR(150) 145 31 255
TINYTEXT(150) 145 31 255
TEXT(150) 146 32 65535
MEDIUMTEXT(150) | 147 33 16777215
LONGTEXT(150) 148 34 4294967295

In this table, you will note that storage requirements grow one byte at a time for

variable-length types of MEDIUM_TEXTand LONGTEXT This is because TEXT

uses an extra byte to store the potentially greater length of the text it contains.

Similarly, MEDIUM_TEXTuses an extra two bytes over VARCHARaind LONGTEXT
an extra three bytes.

If, after years of uptime with your database, you find that the world has changed
and a field that once comfortably existed as a VARCHAR(25) now must be able to
hold strings as long as 30 characters, you are not out of luck. MySQL provides a
command called ALTER TABLEthat enables you to redefine a field type without
losing any data.

ALTER TABLE mytable MODIFY mycolumn LONGTEXT

Binary Data Types

MySQL provides a set of binary data types that closely mirror their character coun-
terparts. The MySQL binary types are CHAR BINARYVARCHAR BINARYTINYBLOB
BLOB MEDIUMBLOBand LONGBLOBThe practical distinction between character
types and their binary counterparts is the concept of encoding. Binary data is
basically just a chunk of data that MySQL makes no effort to interpret. Character
data, on the other hand, is assumed to represent textual data from human alpha-
bets. It thus is encoded and sorted based on rules appropriate to the character set
in question. In the case of installations on an ASCII system, MySQL sorts binary in
a case-insensitive, ASCII order.

Enumerations and Sets

MySQL provides two other special kinds of types. The ENUMype allows you spec-
ify at table creation a list of possible values that can be inserted into that field. For
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example, if you had a column named fruit into which you wanted to allow only
“apple,” “orange,” “kiwi,” or “banana,” you would assign this column the type
ENUM

CREATE TABLE meal(meal_id INT NOT NULL PRIMARY KEY,
fruit ENUM(‘apple’, ‘orange’, ‘kiwi',
‘banana’))
When you insert a value into that column, it must be one of the specified fruits.
Because MySQL knows ahead of time what valid values are for the column, it can
abstract them to some underlying numeric type. In other words, instead of storing
“apple” in the column as a string, it stores it as a single byte number. You just use
“apple” when you call the table or when you view results from the table.

The MySQL SET type works in the same way, except it lets you store multiple val-
ues in a field at the same time.

Other Kinds of Data

Every piece of data you will ever encounter can be stored using numeric or char-
acter types. Technically, you could even store numbers as character types. Just
because you can do so, however, does not mean that you should do so. Consider,
for example, storing money in the database. You could store that as an INT or a
REAL While a REAL might seem more intuitive—money requires decimal places,
after all—an INT fields actually makes more sense. With floating point values like
REAL fields, it is often impossible to capture a number with a specific decimal
value. If, for example, you insert the number 0.43 to represent $0.43, MySQL may
store that as 0.42999998. This small difference can be problematic when applied to
a large number of mathematical operations. By storing the number as an INT and
inserting the decimal into the right place, you can be certain that the value repre-
sents exactly what you intend it to represent.

Isn't all of that a major pain? Wouldn't it be nice if MySQL provided some sort of
data type specifically suited to money values? MySQL provides special data types to
handle special kinds of data. MONEMs an example of one of these kinds of data.
DATEis another.

Indexing

While MySQL has better performance than any of the larger database servers, some
problems still call for careful database design. For instance, if we had a table with
millions of rows of data, a search for a specific row would take a long time. Most
database engines enable you to help it in these searches through a tool called an
index.
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Indices help the database store data in a way that makes for quicker searches.
Unfortunately, you sacrifice disk space and modification speed for the benefit of
quicker searches. The most efficient use of indices is to create an index for col-
umns on which you tend to search the most. MySQL supports the following syn-
tax for index creation:

CREATE INDEX index_name ON tablename ( columnl ,
column2

columnN)

MySQL also lets you create an index at the same time you create a table using the
following syntax:
CREATE TABLE materials  ( id ~ INT  NOT NULL,
name  CHAR(50) NOT NULL,
resistance  INT,
meling pt  REAL,
INDEX index1 ( id, name,
UNIQUE INDEX index2 ( name)
The previous example creates two indices for the table. The first index—named
index1 —consists of both the id and name fields. The second index includes only
the name field and specifies that values for the namefield must always be unique.
If you try to insert a field with a name held by a row already in the database, the
insert will fail. All fields declared in a unique index must be declared as being NOT
NULL

Even though we created an index for name by itself, we did not create an index
for just id . If we did want such an index, we would not need to create it—it is
already there. When an index contains more than one column (for example: name,
rank , and serial number ), MySQL reads the columns in order from left to right.
Because of the structure of the index MySQL uses, any subset of the columns from
left to right are automatically created as indices within the “main” index. For exam-
ple, name by itself and name and rank together are both “free” indices created
when you create the index name rank , serial number . An index of rank by
itself or name and serial_number together, however, is not created unless you
explicitly create it yourself.

MySQL also supports the ANSI SQL semantics of a special index called a primary
key. In MySQL, a primary key is a unique key with the name PRIMARY By calling
a column a primary key at creation, you are naming it as a unique index that will
support table joins. The following example creates a citiestable with a primary key
of id .
CREATE TABLE ciies  ( id ~ INT NOT NULL PRIMARY KEY,
name VARCHAR(100),

pop  MEDIUMINT,
founded DATE)
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Before you create a table, you should determine which fields, if any, should be
keys. As we mentioned above, any fields which will be supporting joins are good
candidates for primary keys. See Chapter 8 for a detailed discussion on how to
design your tables with good primary keys.

Though MySQL supports the ANSI syntax for foreign keys, it does
not actually use them to perform integrity checking in the database.
This is an sue where the introduction of a feature would cause a
slowdown in performance with little real benefit. Applications them-
selves should generally worry about foreign key integrity.

Managing Data

The first thing you do with a newly created table is add data to it. With the data in
place, you may want to make changes and eventually remove it.

Inserts

Adding data to a table is one of the more straightforward concepts in SQL. You
have already seen several examples of it in this book. MySQL supports the stan-
dard SQL INSERT syntax:

INSERT INTO table nhame ( columnl, column2, .. , columnN)

VALUES (valuel , value2 , .. , valueN)
When inserting data into numeric fields, you can insert the value as is; for all other
fields, you must wrap them in single quotes. For example, to insert a row of data
into a table of addresses, you might issue the following command:

INSERT INTO addresses ( name address , city , state , phone, age)

VALUES(' Irving Forbush ' 123 Mockingbird Lane "' Corbin'," KY,

(800) 555-1234 ',  26)

In addition, the escape character—'\' by default—enables you to escape single
quotes and other literal instances of the escape character:

# Insert info for the directory Stacie’s Directory which

#is in c:\Personal\Stacie

INSERT INTO files ( descripton , location )

VALUES (' Staciel ' sDirectory ‘' C:lPersonallStacie )
MySQL allows you to leave out the column names as long as you specify a value
for every single column in the table in the exact same order they were specified in
the table’s CREATEcall. If you want to use the default values for a column, how-
ever, you must specify the names of the columns for which you intend to insert
non-default data. If you do not have a default value set up for a column and that
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column is NOT NULLyou must include that column in the INSERT statement with
a non-NULL value. If the earlier files table had contained a column called size |,
then the default value would be used. MySQL allows you to specify a custom
default value in the table’s CREATE

Newer versions of MySQL support a nonstandard INSERT call for inserting multi-
ple rows at once:
INSERT INTO foods VALUES( NULL' Oranges', 133, 0, 2, 39),

( NULL' Bananas', 122, 0, 4, 29),
( NULL' Liver ', 232, 3, 15, 10)

While these nonstandard syntaxes supported by MySQL are useful
for quick system administration tasks, you should not use them
when writing database applications unless you really need the speed
benefit they offer. As a general rule, you should stick as close to the
ANSI SQL2 standard as MySQL will let you. By doing so, you are
making certain that your application can run against any other data-
base in the future. Being flexible is especially critical for people with
mid-range database needs because such users generally hope one
day to become people with high-end database needs.

Another non-standard syntax supported by MySQL is where you specify the col-
umn name and value together:

INSERT INTO book SET title="The Vampire Lestat’, author="Anne Rice’;

Another approach to inserting data is by using the data from some other table (or
group of tables) to populate your new table. For example:

INSERT INTO foods ( name fat )

SELECT food name , fat grams FROM recipes
You should note that the number of columns in the INSERT matches the number
of columns in the SELECT In addition, the data types for the INSERT columns
must match the data types for the corresponding SELECT columns. Finally, the
SELECTclause in an INSERT statement cannot contain an ORDER BYnodifier and
cannot be selected from the same table where the INSERT is occurring.

Sequence Generation

The best kind of primary key is one that has absolutely no meaning in the data-
base except to act as a primary key. The best way to achieve this is to make a
numeric primary key that increments every time you insert a new row. Looking at
the cities  table shown earlier, the first city you insert would have an id of 1, the
second 2, the third 3, and so on. In order to successfully manage this sequencing
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of a primary key, you need some way to guarantee that a number can be read and
incremented by one and only one client at a time.

When you create a table in MySQL, you can specify at most one column as being
AUTO_INCREMENTWhen you do this, you can automatically have this column
insert the highest current value for that column + 1 when you insert a row and
specify NULL or O for that row's value. The AUTO_INCREMENTow must be
indexed. The following command creates the cities table with the id field being
AUTO_INCREMENT
CREATE TABLE cities  ( id ~ INT NOT NULL PRIMARY KEY AUTO_INCREMENT,
name VARCHAR(100),
pop  MEDIUMINT,
founded DATE)
The first time you insert a row, the id field for your first row will be 1 so long as
you use NULL or 0 for that field in the INSERT statement. For example, this com-
mand takes advantage of the AUTO_INCREMENfeature:
INSERT INTO cites ( id, name pop)
VALUES (NULL' Houston ',  3000000)
If no other values are in that table when you issue this command, MySQL will set
this field to 1, not NULL (remember, it cannot be NULL). If other values are present
in the table, the value inserted will be one greater than the largest current value
for id.

Another way to implement sequences is by referring to the value returned by the
LAST INSERT_ID() function:

UPDATE table SET id=LAST INSERT _ID (id+1);

Updates

The insertion of new rows into a database is just the start of data management.
Unless your database is read-only, you will probably also need to make periodic
changes to the data. The standard SQL modification statement looks like this:
UPDATE table_name
SET columnl =valuel , column2 =value2 , .. , columnN=valueN
[WHERE clause ]
In addition to assigning literal values to a column, you can also assign calculate
the values. You can even calculate the value based on a value in another column:
UPDATE years
SET end year = begin year+5
This command sets the value in the end year column equal to the value in the
begin_year column plus 5 for each row in that table.
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The WHEREIlause

You probably noted something earlier called the WHEREclause. In SQL, a WHERE
clause enables you to pick out specific rows in a table by specifying a value that
must be matched by the column in question. For example:

UPDATE bands

SET lead singer ="' lan Anderson

WHERBband_name ="' Jethro Tull
This UPDATEspecifies that you should only change the lead_singer  column for
the row where band _name is identical to “Jethro Tull.” If the column in question is
not a unique index, that WHERElause may match multiple rows. Many SQL com-
mands employ WHERElauses to help pick out the rows on which you wish to
operate. Because the columns in the WHEREIlause are columns on which you are
searching, you should generally have indices created around whatever combina-
tions you commonly use. We discuss the kinds of comparisons you can perform in
the WHEREEIlause later in the chapter.

Deletes

Deleting data is a very straightforward operation. You simply specify the table
from which you want to delete followed by a WHERIElause that identifies the rows
you want to delete:

DELETE FROMtable_name [WHERE clause ]

As with other commands that accept a WHEREElause, the WHEREElause is optional.
In the event you leave out the WHEREIlause, you will delete all of the records in the
table! Of all destructive commands in SQL, this is the easiest one to issue mistakenly.

Queries

The last common SQL command used is the one that enables you to view the data
in the database: SELECT This action is by far the most common action performed in
SQL. While data entry and modifications do happen on occasion, most databases
spend the vast majority of their lives serving up data for reading. The general form
of the SELECTstatement is as follows:

SELECT columnl , column2, .. , columnN
FROMtablel , table2 , .. , tableN
[WHERE clause ]

This syntax is certainly the most common way in which you will retrieve data from
any SQL database. Of course, there are variations for performing complex and
powerful queries. We cover the full range of the SELECT syntax in Chapter 16.
The simplest form is this:
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SELECT 1;

This simple, though completely useless query returns a result set with a single row
containing a single column with the value of 1. A more useful version of this
query might be something like:

mysqgl> SELECT DATABASE();

S —— +
| DATABASE() |
R —— +
|test |

R —— +

1 row in set (0.01 sec)

The expression DATABASE() is a MySQL function that returns the value of the
current database in use. We will cover functions in more detail later in the chap-
ter. Nevertheless, you can see how simple SQL can provide a quick and dirty way
of finding out important information.

Most of time, however, you will want to use slightly more complex queries that
help you pull data from a table in the database. The first part of a SELECT state-
ment enumerates the columns you wish to retrieve. You may specify a “*” to say
that you want to select all columns. The FROMlause specifies which tables those
columns come from. The WHEREIlause identifies the specific rows to be used and
enables you to specify how to join two tables.

Joins

Joins put the “relational” in relational databases. Specifically, a join enables you to
match a row from one table up with a row in another table. The basic form of a
join is what you may hear sometimes described as an inner join. Joining tables is a
matter of specifying equality in columns from two tables:

SELECT book.title , author.name
FROMauthor , book
WHERBbook.author = author.id

Consider a database where the booktable looks like Table 4-3.

Table 4-3. A book Table

ID | Title Author | Pages
1 The Green Mile 4 894
2 Guards, Guards! 2 302
3 Imzadi 3 354
4 Gold 1 405
5 Howling Mad 3 294
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And the authortable looks like Table 4-4.

Table 4-4. An author Table

ID Name Citizen
1 Isaac Asimov us
2 Terry Pratchet UK
3 Peter David us
4 Stephen King us
5 Neil Gaiman UK

An inner join creates a virtual table by combining the fields of both tables for rows
that satisfy the query in both tables. In our example, the query specifies that the
author field of the book table must be identical to the id field of the author
table. The query’s result would thus look like Table 4-5.

Table 4-5. Query Results Based on an Inner Join

Book Title Author Name
The Green Mile Stephen King
Guards, Guards! Terry Pratchet
Imzadi Peter David
Gold Isaac Asimov
Howling Mad Peter David

Neil Gaiman is nowhere to be found in these results. He is left out because there
is no value for his author.id value found in the author column of the book
table. An inner join only contains those rows that exactly match the query. We will
discuss the concept of an outer join later in the chapter for situations where we
would be interested in the fact that we have an author in the database who does
not have a book in the database.

Aliasing

When you use column names that are fully qualified with their table and column
name, the names can grow to be quite unwieldy. In addition, when referencing
SQL functions, which will be discussed later in the chapter, you will likely find it
cumbersome to refer to the same function more than once within a statement. The
aliased name, usually shorter and more descriptive, can be used anywhere in the
same SQL statement in place of the longer name. For example:

# A column alias

SELECT long_field_names_are_annoying AS myfield
FROM table_name
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WHERE myfield = 'Joe'

# Atable alias under MySQL

SELECT people.names, tests.score

FROM tests, really_long_people_table_name AS people
# Atable alias under mSQL

SELECT people.names, tests.score

FROM tests, really_long_people_table_name=people

Ordering and Grouping

The results you get back from a select are, by default, indeterminate in the order
they will appear. Fortunately, SQL provides some tools for imposing order on this
seemingly random list: ordering and grouping.

Basic Ordering

You can tell a database that it should order any results you see by a certain col-
umn. For example, if you specify that a query should order the results by last
name, then the results will appear alphabetized according to the last name value.
Ordering comes in the form of the ORDER BYclause:

SELECT last_ name , first name , age

FROMpeople

ORDER BY last_name , first_ name
In this situation, we are ordering by two columns. You can order by any number
of columns, but the columns must be named in the SELECT clause. If we had
failed to select the last name above, we could not have ordered by the last
name field.

If you want to see things in reverse order, add the DESCkeyword:
ORDER BY last_name DESC

The DESCkeyword applies only to the field that comes right before it. If you are
sorting on multiple fields, only the field right before DESCis reversed; the others
occur in ascending order.

Localized Sorting

Sorting is actually a very complex problem for applications that need to be able to
run on computers all over the world. The rules for sorting strings vary from alpha-
bet to alphabet, even when two alphabets use mostly the same symbols. MySQL
handles the problem of sorting by making it dependent on the character set of the
MySQL engine. Out of the box, the default character set is 1SO-8859-1 (Latin-1).
MySQL uses the sorting rules for Swedish and Finnish with 1SO-8859-1.

To change the sorting rules, you change the character set. First, you need to make
sure the character set is compiled into the server when you compile MySQL.
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Chapter 3 contains detailed instructions on installing MySQL with specific charac-
ter sets, including those you define yourself. With the proper character set com-
piled into the server, you can change the default character set by launching the
server with the argument --default-character-set=CHARSET.

Because of the simplicity of the English alphabet, the use of a single set of sorting
rules MySQL associates with 1SO-8859-1 does not affect English sorting. Unfortu-
nately, different languages can have different sorting rules even though they share
the same character sets. Swedish and German, for example, both use the ISO-
8859-1 character set. Swedish sorts 'a’ after 'z', while German sorts 'a’ before 'a’.
The default rules therefore fail German users.

MySQL lets you address this problem by creating custom character sets. When you
compile the driver, you can compile in support for whatever character sets you
desire as long as you have a configuration file for that character set. This file con-
tains the characters that make up the character set and the rules for sorting them.
You can write your own as well as use the ones that come with MySQL.

The real problem here is that MySQL incorrectly associates sorting
rules with character sets. A character set is nothing more than a
grouping of characters with a related purpose. Nothing about the
ISO-8859-1 character set implies sorting for Swedes, Italians, Ger-
mans, or anyone else. when working with MySQL, however, you just
need to remember that sorting rules are directly tied to the character
set.

Grouping

Grouping lets you group rows with a similar value into a single row in order to
operate on them together. You usually do this to perform aggregate functions on
the results. We will go into functions a little later in the chapter.

Consider the following:

mysgl> SELECT name, rank, salary FROM people;
+ + + +

| name |rank | salary |

| Jack Smith | Private | 23000 |

| Jane Walker | General | 125000 |

| June Sanders | Private | 22000 |

| John Barker | Sargeant | 45000 |

| Jim Castle | Sargeant| 38000 |

5 rows in set (0.01 sec)

If you group the results by rank, the output changes:
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mysgl> SELECT rank FROM people GROUP BY rank;

| General |
| Private |
| Sargeant |

3 rows in set (0.01 sec)

Now that you have the output grouped, you can finally find out the average sal-
ary for each rank. Again, we will discuss more on the functions you see in this
example later in the chapter.

mysgl> SELECT rank, AVG(salary) FROM people GROUP BY rank;

E —  — +
|rank | AVG(salary) |
R S — +

| General | 125000.0000 |
| Private | 22500.0000 |

| Sargeant | 41500.0000 |
S e — +

3rows in set (0.04 sec)

The power of ordering and grouping combined with the utility of SQL functions
enables you to do a great deal of data manipulation even before you retrieve the
data from the server. You should take great care not to rely too heavily on this
power. While it may seem like an efficiency gain to place as much processing load
as possible onto the database server, it is not really the case. Your client
application is dedicated to the needs of a particular client, while the server is
being shared by many clients. Because of the greater amount of work a server
already has to do, it is almost always more efficient to place as little load as possi-
ble on the database server. MySQL may be the fastest database around, but you do
not want to waste that speed on processing that a client application is better
equipped to manage.

If you know that a lot of clients will be asking for the same summary information
often (for instance, data on a particular rank in our previous example), just create
a new table containing that information and keep it up to date as the original
tables change. This is similar to caching and is a common database programming
technique.

Limiting Results

Sometimes an application is looking for only the first few rows that match a query.
Limiting queries can help avoid problems bogging down the network with
unwanted results. MySQL enables an application to limit the number of results
through a LIMIT clause in a query:
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SELECT * FROM people ORDER BY name LIMIT 10;

Of course, to get the last 10 people from the table, you can use the DESCkey-
word. If you want people from the middle, however, you have to get a bit trick-
ier. To accomplish this task, you need to specify the number of the first record
you want to see (record 0 is the first record, 1 the second) and the number of
rows you want to see:

SELECT * FROM people ORDER BY name LIMIT 19, 30;

This sample displays records 20 through 49. The 19 in the LIMIT clause tells
MySQL to start with the twentieth record. The thirty then tells MySQL to return the
next 30 records.

SQL Operators

So far, we have basically used the = operator for the obvious task of verifying that
two values in a WHERE clause equal one another. Other fairly basic operations
include <>, >, <, <=, and >=. One special thing to note is that MySQL allows you
to use either <> or != for "not equal". Table 4-6 contains a full set of simple SQL
operators.

Table 4-6. . The Simple SQL Operators Supported by MySQL

Operator Context Description

+ Arithmetic Addition

- Arithmetic Subtraction

* Arithmetic Multiplication

/ Arithmetic Division

= Comparison Equal

<>orl= Comparison Not equal

< Comparison Less than

> Comparison Greater than

<= Comparison Less than or equal to
>= Comparison Greater than or equal to
AND Logical And

OR Logical Or

NOT Logical Negation

MySQL operators have the following rules of precedence:

1. BINARY

2. NOT
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. - (unary minus)
K%

3
4
5
6. << >>
7
8
9

. <<= >>==<=><>IN IS LIKE REGEXP
10. BETWEEN
11. AND
12. OR

Logical Operators

SQL’s logical operators—AND OR and NOT—Iet you build more dynamic WHERE
clauses. The ANDand OR operators specifically let you add multiple criteria to a
query:

SELECT USER_NAME
FROM USER
WHERE AGE > 18 AND STATUS = 'RESIDENT;

This sample query provides a list of all users who are residents and are old

enough to vote.

You can build increasingly complex queries through the use of parentheses. The
parentheses tell MySQL which comparisons to evaluate first:

SELECT USER_NAME

FROM USER

WHERE (AGE > 18 AND STATUS ='RESIDENT)

OR (AGE > 18 AND STATUS = 'APPLICANT;
In this more complex query, we are looking for anyone currently eligible to vote
as well as people who might be eligible in the near future. Finally, you can use
the NOToperator to negate an entire expression:

SELECT USER_NAME

FROM USER
WHERE NOT (AGE > 18 AND STATUS ='RESIDENT);

Null’s Idiosyncrasies

Null is a tricky concept for most people new to databases to understand. As in
other programming languages, null is not a value, but an absence of a value. This
concept is useful, for example, if you have a customer profiling database that grad-
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ually gathers information about your customers as they offer it. When you first cre-
ate the record, for example, you may not know how many pets they have. You
want that column to hold NULL instead of 0 so you can tell the difference between
customers with no pets and customers whose pet ownership is unknown to you.

The concept of null gets a little funny when you use it in SQL calculations. Many
programming languages use null as simply another kind of value. In Java, the fol-
lowing syntax evaluates to true when the variable is null and false when it is not:

str==null

The similar expression in SQL, COL = NULL.is neither true nor false—it is always
NULL no matter what the value of the COL column. The following query will
therefor not act as you would expect:

SELECT TITLE FROM BOOK WHERE AUTHOR = NULL,

This query will always provide an empty result set, even when you have AUTHOR
columns with NULL values. To test for "nullness", you should use the IS NULL
and IS NOT NULL operators:

SELECT TITLE FROM BOOK WHERE AUTHOR IS NULL,;

MySQL provides a special operator to use when you are not sure if you might be
dealing with null values called the null-safe operator <=>. It will return true if both
sides are null or if both sides are not null:

mysgl> SELECT 1 <=>NULL, NULL <=>NULL, 1<=>1,
+ + + +

|1<=>NULL | NULL<=>NULL |1<=>1]|

| 0l 1] 1

+ + + +

1 row in set (0.00 sec)

Membership Tests

Sometimes applications need to be able to check if a value is a member of a set of
values or within a particular range. The IN operator helps with the former:

SELECT TITLE FROM BOOK WHERE AUTHOR IN ('Stephen King', ‘Richard Bachman’);

This query will return the titles of all books where Stephen King is the author.”
Similarly, you can check for all books not written by him by using the NOT IN
operator.

To determine if a value is in a particular range, an application should use the
BETWEEN operator:

* Richard Bachman is a pseudonym used by Stephen King for some of his books.
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SELECT TITLE FROM BOOK WHERE BOOK_ID BETWEEN 1 AND 100;

Both of these simple examples could, of course, be replicated with the more basic
operators. The Stephen King check, for example, could have been done by using
the = operator and an OR The check on book ID’s also could have been done
with an ORclause using the >= and <= or > and <. As your queries get more com-
plex, however, these operators can help you build both readable and better per-
forming queries than those you might create with the basic operators.

Pattern Matching

We provided a peek at ANSI SQL pattern matching earlier in the chapter with the
query:
SELECT name FROM people WHERE name LIKE ‘Stac%’

Using the LIKE operator, we compared a column value (name) to an incomplete
literal ('Stac%’ ). MySQL supports the ability to place special characters into
string literals that match like wild cards. The "%’ character, for example, matches
any arbitrary number of characters, including no character at all. The above
SELECTstatement would therefore match 'Stacey’, 'Stacie’, 'Stacy’, and even ’Stac’.
The character '’ matches any single character. 'Stac_y’ would match only ’Stacey’.
'Stac__’ would match ’Stacie’ and 'Stacey’, but not 'Stacy’ or 'Stac’.

Pattern matching expressions should never be used with the basic comparison
operators. Instead, they should be used only with the LIKE and NOT LIKE opera-
tors. It is also important to remember that these comparisons are case-insensitive.

MySQL supports a non-ANSI kind of pattern matching that is actually much more
powerful using the same kind of expressions that Perl programmers and grep users
are accustomed to. MySQL refers to these as extended regular expressions. Instead
of LIKE and NOT LIKE, these operators must be used with the REGEXPand NOT
REGEXPoperators.* Table 4-7 contains a list of the supported extended regular
expression patterns.

Table 4-7. . MySQL Extended Regular Expressions

Pattern ‘ Description ‘ Examples
Matches any single charac- | Stac.. matches any value containing the
ter. characters "Stac" followed by two characters
of any value.

* MySQL provides synonyms for these operators: RLIKE and NOT RLIKE.
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Table 4-7. . MySQL Extended Regular Expressions

Pattern Description Examples
[ Matches any character in [Ss]tacey matches values containing both
the brackets. You can also "Stacey" and "stacey".
match a range of charac- [a-zA-Z] matches values containing one
ters. instance of any character in the English
(unaccented) portion of the Roman alpha-
bet.
* Matches zero or more Ap*le matches values containing "Aple”,
instances of the character "Apple", "Appple", etc.
that precedes it. Los .*es matches values containing the string
"Los " and "es" with anything in between.
[0-9]* matches values containing any arbi-
trary number.
n What follows must come at | ~Stacey matches values that start with "Sta-
the beginning of the value. | cey".
$ What precedes it must end | cheese$ matches any value ending in the
the value. string "cheese"”

You should note a couple of important facts about extended regular expressions.
First, unlike basic pattern matching, MySQL extended regular expressions are case
sensitive. They also do not require a match for the entire string. The pattern sim-
ply needs to occur somewhere within the value. Consider the following example:

mysgl> SELECT * FROM BOOK;
+ + + +

| BOOK_ID | TITLE |AUTHOR |

+. + +. +

| 1| Database Programming with JDBC and Java | George Reese |
| 2]JavaServer Pages | Hans Bergsten |

| 3] Java Distributed Computing | Jim Farley |

+ + + +

3rows in set (0.01 sec)

In this table, we have three books from O'Reilly’s Java series. The interesting thing
about the Java series is that all books begin with or end with the word "Java". The
first sample query checks for any titles LIKE 'Java’

mysql> SELECT TITLE FROM BOOK WHERE TITLE LIKE ‘Java;

Empty set (0.01 sec)
Because LIKE looks for an exact match of the pattern specified, no rows match—
none of the titles are exactly "Java’. To find out which books start with the word
‘Java’' using simple patterns, we need to add a '%’ sign:

mysgl> SELECT TITLE FROM BOOK WHERE TITLE LIKE ‘Java%

S — +
| TITLE [

R —— +

| JavaServer Pages |
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| Java Distributed Computing |

2 rows in set (0.00 sec)

This query had two matches because only two of the books had titles that
matched 'Java%’ exactly. The extended regular expression matches, however, are
not exact matches. They simply look for the expression anywhere within the com-
pared value:

mysql> SELECT TITLE FROM BOOK WHERE TITLE REGEXP Java;
+ +

| TITLE |

| Database Programming with JDBC and Java |

| JavaServer Pages |

| Java Distributed Computing |

+ +

3 rows in set (0.06 sec)

By simple changing the operator from LIKE to REGEXP we changed how it
matches things. 'Java’ appears somewhere in each of the titles, so the query
returns all of the titles. In order to find only the titles that start with the word 'Java’
using extended regular expressions, we need to specify that we are interested in
the start:

mysgl> SELECT TITLE FROM BOOK WHERE TITLE REGEXP "Java',

R —— +

| TITLE |
S —— +

| JavaServer Pages |

| Java Distributed Computing |
S —— +

2 rows in set (0.01 sec)
The same thing applies to finding 'Java’ at the end:

mysql> SELECT TITLE FROM BOOK WHERE TITLE REGEXP 'Java$;

+
t

| TITLE |

+ +
| Database Programming with JDBC and Java |
+ +

1 row in set (0.00 sec)

The extended regular expression syntax is definitely much more complex than the
simple pattern matching of ANSI SQL. In addition to the burden of extra complex-
ity, you also should consider the fact that MySQL extended regular expressions do
not work in most other databases. When you need complex pattern matching,
however, they provide you with power that is simply unsupportable by simple
pattern matching.
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Advanced Features

Using the SQL presented thus far in this chapter should handle 90% of your data-
base programming needs. On occasion, however, you will need some extra power
not available in the basic SQL functionality. We close out the chapter with a dis-
cussion of a few of these features.

Transactions

MySQL recently introduced transactions and thus SQL for executing statements in a
transactional context. By default, MySQL is in a state called autocommit. Autocom-
mit mode means that any SQL you send to MySQL is executed immediately. In
some cases, however, you may want to execute two or more SQL statements
together as a single unit of work.

A transfer between to bank accounts is the perfect example of such a transaction.
The bank system needs to make sure that the debit of the first account and the
credit to the second account occur as a single unit of work. If they were treated
separately, the server could in theory crash between the debit and the credit. The
result would be that you would lose that money!

By making sure the two statements occur as a single unit of work, transactions
ensure that the first statement can be "rolled back" in the event the second state-
ment fails. To use transactions in MySQL, you first need to create a table using a
transactional table type such as BDB or InnoDB. If your MySQL install was not
compiled with support for these table types, you cannot use transactions. The SQL
to create a transactional table is:

CREATE TABLE ACCOUNT (
ACCOUNT_ID BIGINT UNSIGNED NOT NULL PRIMARY KEY AUTO_INCREMENT,
BALANCE DOUBLE)
TYPE = BDB;
For a transaction against a transactional table to work, you need to turn off auto-
commit. You can do this through the command:

SET AUTOCOMMIT=0;

Now you are ready to begin using MySQL transactions. Transactions start with the
BEGIN command:

BEGIN;

Your mysqgl client is now in a transactional context with respect to the server. Any
change you make to a transactional table will not be made permanent until you
commit it. Changes to non-transactional tables, however, will still take place imme-
diately. In the case of the account transfer, we issue the following statements:

Copyright © 2001 O'Reilly & Associates, Inc.



DRAFT, 8/20/01

UPDATE ACCOUNT SET BALANCE = 50.25 WHERE ACCOUNT_ID = 1;
UPDATE ACCOUNT SET BALANCE = 100.25 WHERE ACCOUNT_ID = 2;

Once done with any changes, you complete the transaction using the COMMIT
command:

COMMIT;

The true advantage of transactions, of course, comes into play should an error
occur in executing the second statement. To abort the entire transaction before a
commit, issue the ROLLBACKcommand:

ROLLBACK;

Of course, it would be useful if MySQL performed the actual math. It can do just
that so long as you store the values you want with a SELECT call:

SELECT @FIRST := BALANCE FROM ACCOUNT WHERE ACCOUNT_ID =1,
SELECT @SECOND = BALANCE FROM ACCOUNT WHERE ACCOUNT_ID =2,
UPDATE ACCOUNT SET BALANCE = @FIRST - 25.00 WHERE ACCOUNT_ID =1;
UPDATE ACCOUNT SET BALANCE = @SECOND + 25.00 WHERE ACCOUNT_ID = 2;

In addition to issuing the COMMITcommand, a handful of other commands will
automatically end any current transaction as if a COMMIThad been issued. These
commands are:

= ALTER TABLE

= BEGIN

= CREATE INDEX

= DROP DATABASE
= DROP TABLE

= RENAME TABLE
= TRUNCATE

Chapter 9 covers some of the more intricate details of using transactions in data-
base applications.

Table Locking

Table locking is the poor man’s transaction. In short, MySQL lets you lock down
any table so that only a single client can use it. Unlike transactions, you are not
limited by the type of the table. You cannot, however, rollback any actions taken
against a locked table.

Locking has two basic functions:
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1. To enable multiple statements to execute against a single table as one unit of
work.

2. To enable multiple updates to occur faster since under some circumstances.

MySQL supports three kinds of locks, read, read local, and write. Both kinds of
read locks lock the table for reading by a client and all other clients. As long as
the lock is in place, no one can write to the locked tables. Read and read local
locks differ in that read local allows a client to execute non-conflicting INSERT
statements so long as no changes to the MySQL files from outside of MySQL will
occur while the lock as held. If changes might occur by agents outside of MySQL,
then a read lock is required.

A write lock locks the specified tables against all access, read or write, by any
other client. To lock a table, use the following command:

LOCK TABLES ACCOUNT WRITE;

Now that the ACCOUNTable is locked, you can read from it and then modify the
data behind it and be certain that no one else will change the data you read
between your read and write operations.

SELECT @BAL:=BALANCE FROM ACCOUNT WHERE ACCOUNT_ID = 1;
UPDATE ACCOUNT SET BALANCE = @BAL * 0.03 WHERE ACCOUNT_ID =1,

Finally, you need to release the locks:

UNLOCK TABLES;

Functions

Functions in SQL are similar to functions in other programming languages like C
and Perl. The function takes zero or more arguments and returns some value. For
example, the function SQRT(16)returns 4. Within a MySQL SELECT statement,
functions may be used in either of two places:

As a value to be retrieved
This form involves a function in the place of a column in the list of columns to
be retrieved. The return value of the function, evaluated for each selected row,
is part of the returned result set as if it were a column in the database.” For
example:
# Select the name of each event as well as the date of the event
# formatted in a human-readable form for all events more
# recent than the given time. The FROM_UnixTIME() function
# transforms a standard Unix time value into a human

# readable form.
SELECT name, FROM_UniXTIME(date)

* You can use the aliasing you used earlier in the chapter to give the resulting columns “friendly" names.
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FROM events
WHERE time > 90534323

# Select the title of a paper, the full text of the paper,

# and the length (in bytes) of the full text for all

# papers authored by Stacie Sheldon.

# The LENGTH() function returns the character length of
# a given string.

SELECT title, text, LENGTH(text)

FROM papers

WHERE author = 'Stacie Sheldon'

As part of a WHERElause
This form involves a function in the place of a constant when evaluating a
WHERE clause. The value of the function is used for comparison for each row
of the table. For example:

# Randomly select the name of an entry from a pool of 35
# entries. The RAND() function generates a random number
# between 0 and 1 (multiplied by 34 to make it between 0
# and 34 and incremented by 1 to make it between 1 and
# 35). The ROUND() function returns the given number

# rounded to the nearest integer, resulting in a whole

# number between 1 and 35, which should match one of
# the ID numbers in the table.

SELECT name

FROM entries

WHERE id = ROUND( (RAND()*34) + 1)

# You may use functions in both the value list and the

# WHERE clause. This example selects the name and date

# of each event less than a day old. The UNIX_TIMESTAMP()
# function, with no arguments, returns the current time

#in Unix format.

SELECT name, FROM_UnixTIME(date)

FROM events

WHERE time > (Unix_TIMESTAMP() - (60 * 60 * 24) )

# You may also use the value of a table field within

# a function. This example returns the name of anyone

# who used their name as their password. The ENCRYPT/()
# function returns a Unix password-style encryption

# of the given string using the supplied 2-character salt.

# The LEFT() function returns the left-most n characters

# of the given string.

SELECT name

FROM people

WHERE password = ENCRYPT(name, LEFT(name, 2))

Date Functions

The most common functions you will use are likely to be the MySQL functions that
enable you to manipulate dates. You already saw some of these functions above
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for translating a UNIX-style date into a human-readable form of the date. MySQL,
of course, provides more powerful functions for doing things like calculating the
time between two dates:

SELECT TO_DAYS(NOW()) - TO_DAYS(2000-12-31Y;

This example provides the number of days that have passed in this millennium.
The NOWY() function, of course, returns the DATETIME representing the moment
in time when the command is executed. Less obviously, the TO_DAYS() function
returns the number of days since the year 1 B.C.* represented by the specified
DATEor DATETIME

Not everyone likes to see dates formatted the way MySQL provides them by
default. Fortunately, MySQL lets you format dates to your own liking using the
DATE_FORMAT function. It takes a DATE or DATETIME and a format string indi-
cating how you want the date formatted:

mysql> SELECT DATE_FORMAT('1969-02-17", %W, %M %D, %Y);
+ +

| DATE_FORMAT('1969-02-17", %W, %M %D, %Y’) |

| Monday, February 17th, 1969 |

+ +

1 row in set (0.39 sec)

Chapter 16 contains a full list of valid tokens for the DATE_FORMAT()function.

String Functions

In addition to date functions, you are likely to make use of string functions. We
saw one such function above: the LENGTH() function. This function naturally pro-
vides the number of characters in the string. The most common string function you
are likely to use, however, is the TRIM() function that helps remove spaces from
columns that may be padded with spaces.

One interesting function is the SOUNDEX() function. It translates a word into its
soundex representation. The soundex representation is a way of representing the
sound of a string so that you can compare two strings to see if they sound alike:

mysgl> SELECT SOUNDEX(t00);

R— +
| SOUNDEX(t00) |
I +

| TOOO |
— +

1 row in set (0.42 sec)

* MySQL is actually incapable of representing this date. Valid date ranges in MySQL are from the January
1, 1000 to December 31, 9999. There is no support in MySQL for alternative calendaring systems.
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mysqgl> SELECT SOUNDEX(two');

A +
| soundex(two') |
S R — +

| TO0O |

[ — +

1 row in set (0.00 sec)

Outer Joins

MySQL supports a more powerful joining than the simple inner joins we have
used so far. Specifically, MySQL supports something called a left outer join (also
known as simply outer join). This type of join is similar to an inner join, except
that it includes data in the first column named that does not match any in the sec-
ond column. If you remember our author and book tables from earlier in the
chapter, you will remember that our join would not list any authors who did not
have a book in our database. It is common that you may want to show entries
from one table that have no corresponding data in the table to which you are join-
ing. That is where an outer join comes into play:

SELECT book title, author.name

FROM author

LEFT JOIN book ON book.author = author.id
Note that a outer join uses the keyword ONinstead of WHEREThe results of our
query would look like this:

+ + +
| booktitle | author.name |

| The Green Mile | Stephen King |
| Guards, Guards!| Terry Pratchett|

| Imzadi | Peter David |

| Gold | Isaac Asimov |

| Howling Mad | Peter David |
| NULL | Neil Gaiman |
+ + +

MySQL takes this concept one step further through the use of a natural outer join.
A natural outer join will combine the rows from two tables where the two tables
have identical column names with identical types and the values in those columns
are identical:

SELECT my_prod.name
FROM my_ prod
NATURAL LEFT JOIN their_prod
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Batch Processing

Batch loading is the act of loading a lot of data into or pulling a lot of data out of
MySQL all at once. MySQL supports two manners of batch loading.

Command Line Loads

The simplest kind of batch load is where you stick all of your SQL commands in a
file and then send the contents of that file to MySQL:

mysgl-h  somehost -u uid -p< filename

In other words, you are using the command line to pipe the SQL commands into a
mysgl command line. The examples that come with this book contain several SQL
command files that you can load into MySQL in this manner before you run the
examples.

The LOADCommand

The LOAD command enables you to load data from a file containing only data (no
SQL commands). For example, if you had a file containing the names of all the
books in your collection with one book on each line and the title and author sepa-
rated by a tab, you could use the following command to load that data into your
book table:

LOAD DATA LOCAL INFILE 'books.dat’ INTO TABLE BOOK;

This command assumes that the file books.dat has one line for each database
record to be inserted. It further assumes that there is a value for every column in
the table or \N for null values. So, if the BOOKtable has 3 columns, then each line
of books.dat should have three tab-separated values.

The LOCAL keyword tells the mysql command line to look for the file on the
same machine as the client. Without it, it will try to look for the file on the server.
Of course, if you are trying to load something on the server, you need to be
granted the special file privilege. Finally, keep in mind that non-local loads refer to
files relative to the installation directory of MySQL.

If you have a comma-separated value file like an Excel file, you can change the
delimiter of the LOAD command:

LOAD DATA LOCAL INFILE 'books.dat

INTO TABLE BOOK

FIELDS TERMINATED BY ',
If a file contains values that would cause duplicate records in the database, you
can use the REPLACEand IGNORE keywords to dictate the correct behavior.

* Reading from files local to the client is available only to users of MySQL 3.22.15 and later.
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REPLACEwill cause the values from the file to replace the ones in the database,
where the IGNOREkeyword will cause the duplicate values to be ignored. The
default behavior is to ignore duplicates.

Pulling Data from MySQL

Finally, MySQL provides a tool for pulling the results of a SELECTfrom the data-
base and sticking it into a file:

SELECT * INTO OUTFILE 'books.dat

FIELDS TERMINATED BY *;

FROM BOOK;
This query puts all rows in the BOOKtable into the file books.dat. You could then
use this file to load into an Excel spreadsheet or another database. Because this
file is created on the server, it is created relative to the base directory for the data-
base in use. On an Mac OS X basic installation, for example, this file is created as /
usr/local/var/test/test.dat.

A more complex version of this command enables you to put quotes (or any other
character) around fields:

SELECT * INTO OUTFILE 'books.dat

FIELDS ENCLOSED BY " TERMINATED BY *;

FROM BOOK;
Of course, you probably want only the string fields (CHAR VARCHAR etc.)
enclosed in quotes. You can accomplish this by adding the OPTIONALLY key-
word:

SELECT * INTO OUTFILE 'books.dat

FIELDS OPTIONALLY ENCLOSED BY ™ TERMINATED BY *;

FROM BOOK;
Chapter 16 contains a full range of options for loading and extracting data from
MySQL.
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S

MySQL Database Administration

Introduction

For the most part, MySQL is low maintenance software. Once you have it installed and
set up, there aren’t a lot of administrative demands. Nonetheless, it is not maintenance
free. This chapter provides an overview of the most typical administrative tasks. These
range from configuring your server, to backing it up and running periodic maintenance on
1t.

MySQL Configuration

As an administrator, you will need to understand how the MySQL server and clients are
configured and how to modify that configuration.

The configuration of mysqld, the MySQL server, is controlled from the command line or
from one or more options files. The options files simply provide an convenient way for
you to specify command line options. The full set of options for the mysqld server and
other utilities are documented in Chapter 20 — MySQL Programs and Ultilities.

An options file might look like this:

# Example mysqgl options file.

#

# These options go to all clients

[client]

password = my_password

port = 3306

socket = /var/lib/mysqgl/mysql.sock
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# These options go to the mysgld server

[mysqgld]

port = 3306

socket = /var/lib/mysqgl/mysql.sock
skip-locking

set-variable = max_allowed packet=1M

These seems straightforward, but lets spend a few moments to dissect this file. The first
three lines look like:

# Example mysqgl options file.
#
# These options go to all clients

Lines starting with the pound (#) character are comment lines, and are ignored. You may
also use a semi-colon (;) to indicate a comment.

The next line,

| [client]
is puzzling. This specifies a “group”. All options following this line apply to the group
mentioned. In our case, we have specified that the following options apply to the “client”

group, meaning that the following options will apply to all MySQL client programs. Let
look at the next section. The line

|password = my_password

is equivalent to the command line option —-password=my_password. Since we
specified a group of c1ient, this option will be passed to all client programs.

Specifying the password in the client group is an ideal way to specify
your password to all clients so you don’t have to type it every time you
connect. However, if you do this, make some the option file is not
readable by others.

In general, any command line option —-option=value can be specified with a line in
the format opt ion=value. The next two lines

3306
/var/lib/mysqgl /mysql.sock

port
socket

provide two more examples of this. Next we encounter

# These options go to the mysgld server
[mysqgld]

which specifies a group of mysgld. All options following this line will apply only to the
mysqgld program, and no others. A group specification continues to apply until the end
of the file is reached or another group is encountered. Following this we have some more
option settings which look similar to the client section. However, there are a few
differences worth mentioning. The line

| skip-locking
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is an option even though it is not in the option=value format. This is equivalent to the
command line option —-skip-locking. So, any command line option —-option
can be specified by simply listing the option name.

What about this line?

|set—variable = max_allowed packet=1M

This is the same as specifying —-set-variable max_allowed_packet=1M on
the command line. This is the format you use to set a mysqld variable. (See Chapter for
more information on system variables.)

So know you know how to set up a configuration file for MySQL. But once you’ve
created one, how does MySQL find it? On UNIX, MySQL reads options from the
following locations:

1. /etc/my.cnf
This is the global options file. This is read by all MySQL installations on this host.

2. DATADIR/my.cnf
This provides a server specific options file. DATADIR is the MySQL data directory.

3. —--defaults-extra-file
A command line option specifying an additional options file to be read.

4. SHOME/.my.cnf
A user specific options file. This is particularly useful for customizing the operation
of clients.

On Windows, the files are read from

I. My.ini inthe windows system folder
2. C:\my.cnf

3. C:\mysqgl\data\my.cnf

4. --defaults-extra-file

Option files are read in the order specified above. If any option appears in multiple files,
the last one takes precedence over the others. Options specified on the command line take
precedence over options specified in an option file. Using this scheme, you can provide a
default behavior in /etc/my.cnf that can be overridden for a particular server or by
an individual user.

Some options can be specified using Environment variables. In this
case, options specified in an option file or on the command line take
precedence over the Environment variables. See Chapter 18 for more
information on MySQL Environment variables.
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Starting and Stopping the Server

One of the first things you’ll want to do as administrator is to get MySQL set up so that it
will automatically start when the OS boots, and shutdown cleanly along with the OS. On
UNIX, you have a couple of options: the mysql.server script or safe_mysqld.

mysql .server

The mysqgl.server script is intended for use with the SVR4 style startup/shutdown
mechanism. It is available in the support-files directory of your installation
(usually /usr/local/mysqgl/support-files). When properly installed, it will
automatically start and stop MySQL for you along with the OS.

If you installed MySQL on Linux using the RPM package,
mysql.server may have already been installed on your system.
The RPM installer renames mysqgl . server to mysgl when it copies
it to /etc/rc.d/init.d. If the file
/etc/rc.d/init.d/mysql is already there, you are already set up
to automatically start and stop MySQL.

The procedure for installing mysql.server on a RedHat Linux system is as follows (you
must be logged in as the root user to do this):

|# cp mysql.server /etc/rc.d/init.d

This copies the the mysql.server into the init.d location.

|# In -s /etc/rc.d/init.d/mysql.server /etc/rc.d/rc3.d/S99%mysqgl

This sets it up so that you’ll start the MySQL server when you enter run level three, which
corresponds to the directory rc3.d. Run level three is typically used for full multi-user
mode. If your system uses a different run level for multi-user mode, you need to link that
directory instead.

|# In -s /etc/rc.d/init.d/mysql.server /etc/rc.d/rc0.d/S01lmysqgl

Run level zero (rc0.d) is system halt. Scripts linked here will be called when the
system shuts down. Now you are all set. You may want to test it by rebooting your
server.

The above example assumes RedHat Linux as the target system. The location of the init
files varies depending upon which UNIX you use. For example, Solaris places them in
/etc/init.d. You’ll need to tailor the commands to the location of the init files on
your system.

safe msyqgld
On a non-SVR4 UNIX system, you can use safe_mysgld to automatically start

MySQL at boot. safe_mysgld is found in the bin directory of your MySQL
installation (usually /usr/local/mysgl/bin).
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In order to use it, you’ll need to figure out how your system starts processes at boot time.
Often, there is an /etc/rc.local file which can be modified to call safe_mysgld.
If you are unsure what file to modify, talk to your system administrator to get help. Once
you have identified the file, adding a section to invoke safe_mysqgld.

It is also possible to start the MySQL server by directly invoking
mysqld. This is NOT recommended however. Safe_mysqld and
mysql.server were designed for this purpose and have a number of
advantages, such as:

e determining the location of the server and invoking it with the right
options

e logging run-time information to a log file

e monitoring the server and restarting it if necessary

Windows NT/2000

You can automatically start and stop the MySQL server under Windows NT or 2000 if it
is installed as an NT Service. To do this, open up a MS-DOS window, and type

| C:\mysgl\bin\mysqld-nt —-install

This is covered in greater detail in Chapter 3 — Installation. Please refer
to that chapter if you need more information about installing MySQL as
a service.

Once MySQL is installed as a service, it can be controlled like any other NT service.

Log Files

The MySQL server can produce a number of log files that you might find helpful:
e  Error Log

e Query Log

e Binary Log

e Slow Query Log

By default, the log files are written to the data directory. The details of these are each
outlined below.

Another Log file is available: The update Log. This has been obsoleted
by the Binary log. If you are still using the update log (invoked by
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option —-log-update), we recommend that you switch to that
format instead.

The Error Log

The Error Log contains the redirected output from the safe_mysqld script. On UNIX, it is
a file called hostname.err. In windows, itis called mysgl . err.

This file contains an entry for everytime the server is started and stopped, including an
entry for every time the server is restarted because the server died. Critical errors and
warnings about tables that need to be checked or repaired also appear here.

The Query Log

The query log contains the details of all connections and queries to the MySQL server.
This can be useful for debugging a client application. It will log the SQL commands
exactly as they are received by the server.

The query log can be enabled using the ——-1og[=file] option. If no filename is given,
it defaults to hostname.log. If no directory is given, it defaults to the data directory.

The Binary Log

The binary log writes contains all SQL commands that update data. Only statements that
actually change data are logged. So for example, if I perform a delete that doesn’t affect
any rows, it will not be logged. Update statements that set a column to the same value are
not logged either. Updates are logged in execution order.

The binary log is very useful for journaling transactions since the last backup. If, for
example, you backup your database once per day, and your database crashes in the middle
of the day. You can restore the database up the last completed transaction, by

1. Restoring the database (see the section in this chapter for more information on
database backup and restore)

2. Applying the transactions from all binary logs since the last backup

The binary log can be enabled using the ~-1og-bin[=file] option. If no filename is
provided, it defaults to hostname-bin. If no directory is geiven, it defaults to the data
directory. MySQL appends a numeric index to the filename, so the actual filename ends
up being hostname-bin.number. The index is used for rotating the files. MySQL
will rotate to the next index:

o  When the server is restarted

e When the server is refreshed (with mysqladmin refresh)
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e When the logs are flushed (with mysqladmin flush-logs, or SQL “FLUSH LOGS”)

MySQL also creates an index file which contains a list of all used binary log files. By
default this is named hostname-bin.index. If you wish, you may specify the name and or
location of the index file with the —-1og-bin-index[=file] option.

In order to read a binary log, you’ll need a utility called mysglbinlog. The example
below illustrates the workings of the binary log. Assume we’ve started MySQL on a host
called odin and specified 1log-bin in our global configuration file, /etc/my.cnf.
In the data directory, we’ll see:

S cd /usr/local/mysql/data

S 1s -1
-YW-Yw-—--— 1 mysqgl mysql 73 Aug 5 17:06 odin-bin.001
-YW-Yw-——-— 1 mysqgl mysql 15 Aug 5 17:06 odin-bin.index

If we inspect odin-bin. index, we see

S cat odin-bin.index
./odin-bin.001
$

Lets use myslbinlog to read the binary log:

S mysglbinlog odin-bin.001

# at 4

#010805 17:06:00 server id 1 Start: binlog v 1, server v 3.23.40-log created
010805 17:06:00

$

After we do an update to a database, and look again, we get some more information.

$ mysql
mysgl> use test

mysgl> insert into test (object_id, object_title) values (1, "test");
Query OK, 1 row affected (0.02 sec)

mysqgl> quit

Bye

S mysglbinlog odin-bin.001

# at 4

#010805 17:06:00 server id 1 Start: binlog v 1, server v 3.23.40-log created
010805 17:06:00

# at 73

#010805 17:39:38 server id 1 Query thread_id=2 exec_time=0
error_code=0

use test;

SET TIMESTAMP=997058378;

insert into test (object_id, object_title) values (1, "test");

$

Now, lets flush the logs to see what happens.
|$ mysgladmin -uroot -pblueshoes flush-logs

We now have new file called odin-bin.002 and our index file has been updated.
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$ 1s -1

—-TW-rw-——- 1 mysqgl mysqgl 203 Aug 5 17:45 odin-bin.001
—-TW-rw-——- 1 mysqgl mysqgl 73 Aug 5 17:45 odin-bin.002
—-rW-rw-——- 1 mysqgl mysqgl 30 Aug 5 17:45 odin-bin.index

$ cat odin-bin.index
./odin-bin.001
./odin-bin.002

$

The binary logs can be played back into a server by piping the output from mysqlbinlog to
a mysql session. For example

| $ mysglbinlog odin-bin.001 | mysqgl ...

There are a few other options you can use to control the binary logs. The option —-
binlog-do-db=dbname tells MySQL to only log updates for the specified database.
The option —-binlog-ignore-db=dbname tells MySQL to ignore the specified
database for the purposes of binary logging.

The Slow Query Log

The slow query log contains all SQL commands that took longer than the variable
long_query_time This can be used to identify problem queries, and expose parts of your
database or application that need tuning.

The slow query log is enabled with the -1og-slow-queries[=file] option. If no
filename is provided, it defaults to hostname-slow. log. If no directory is given, it
defaults to the data directory. The long_query_time can be set using the —-set-
variable long_query_ time=time query (time is specified in seconds).

Log Rotation

No matter which log files you choose to enable, you’ll have to worry about maintaining
them so they don’t fill up a file system.

If you are running RedHat Linux, you can use mysgl-log-rotate for this. It can be
found in the support-files directory of your installation. This uses the logrotate utility to
automatically rotate your error log for you. For more information on logrotate, read the
man page or refer to your RedHat documentation.

To install mysgl-log-rotate on Linux, simply copy it to /etc/logrotate.d.
You may wish to edit the script to rotate other logs that you have enabled as well. By
default it only rotates the query log.

If you installed MySQL on Linux using the RPM package, mysql -
log-rotate may have already been installed on your system. The
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RPM installer renames mysgl-log-rotate to mysgl when it

copies it to /etc/logrotate.d/. If the file
/etc/logrotate.d/mysql is already there, it has already been
installed.

On systems other than RedHat, you will have to devise you own scripts for rotating the
logs. Depending on which logs you have enabled, and how you want them located, the
scripts could range from very simple to very complex. In general, the procedure is to
copy the logfile(s) out of the way, and use mysgladmin flush-logs.

Unfortunately, none of these techniques work for the error log. Since it is written from
the safe_mysql script, the flush logs command does not flush it. Also note that
safe_mysqld will continue to append to it on successive restarts. You may want to modify
the startup or shutdown scripts for your MySQL server to maintain the error log.

Database Backup

A good backup strategy is by far the most important thing you can develop as an
administrator. In particular, you’ll be really glad you have good backups if you ever have
a system crash and need to restore your databases with as little data loss as possible. Also
if you ever accidentally delete a table or destroy a database, those backups will come in
very handy.

Every site is different, so it is very difficult to give specific recommendations on what you
should. You need to think about your installation and your needs. In this section, we
present some general backup principles that you can adopt, and we cover the technical
details of performing the backups. You will have to turn this information into a coherent
strategy for your installation.

In general there are a number of backups:

e Store your backups on a different device (either on another disk or perhaps a tape
device) than the database, if possible. If your disk crashes, you’ll be really happy to
have the backups in a different place. If you are doing binary logging, store the
binary logs with the backups.

e  Make sure you have enough disk space for the backups to complete.

e Use binary logging, if appropriate, so you can restore your database with minimal
loss of data. If you choose not to use binary logging, you will only be able to recover
your database to the point of your last backup. Depending upon your application, a
backup without binary logs might be useless.

e  Keep an adequate number of archived backups

e Test your backups, before an emergency occurs
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mysqldump

Mysqldump is the MySQL utility provided for dumping databases. It basically generates
an SQL script containing the commands (CREATE TABLE, INSERT, etc.) necessary to
rebuild the database from scratch. The main advantages of this approach over direct copy
(mysqlhotcopy) is that output is in a portable ASCII format which can be used across
hardware and operating system to rebuild a database. Also since the output is a SQL
script, it is possible to recover individual tables.

To use mysqldump to backup your database,we recommend that you use the —opt
option. This turns on —quick, --add-drop-table, --add-locks , --
extended-insert , and --lock-tables. This should give you the fastest
possible dump of your database.

Be aware that this locks all the tables, so your database will essentially
be offline while you are doing this.

So your command will look something like this:
|$ mysqgldump --opt test > /usr/backups/testdb
If you are using binary logging, you will also want to specify —-flush-1logs, so the
binary logs get checkpointed at the time of the backup.
|$ mysgldump —-flush-logs --opt test > /usr/backups/testdb
mysqldump has a number of other options that you can use to customize your backup.

For a list of all the options available for mysqldump, type mysqldump —help, or refer to
Chapter 20, MySQL Programs and Utilities.

mysqlhotcopy

mysqlhotcopy is a perl script that uses a combination of LOCK TABLES, FLUSH
TABLES and cp to perform a fast backup of the database. It simply copies the raw
database files database files to another location. Since it is only doing a file copy, it is
much faster than mysqldump. But, since the copy is in native format, the backup is not
portable to other hardware or operating systems. Also, mysqlhotcopy can only be run on
the same host as the database, whereas mysqldump can be executed remotely.

To run, mysqlhotcopy, type
|$ mysglhotcopy test /usr/backups

This will create a new directory in the /usr/backups directory which has a copy of all the
datafiles in your database.

If you are using binary logging, you will also want to specify —-flushlog, so the
binary logs get checkpointed at the time of the backup.
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Database Recovery

Individual recovery scenarios vary widely, ranging from disk hardware failures to
corrupted data files to accidentally dropped tables, and many points in between. In this
section, we provide a general overview of recovery procedures.

In general, you need two things to perform a database recovery: your backup files and
you’re your binary logs. In general, performing a recovery consists of

e Restoring the database from the last backup
e Applying the binary logs to bring the system completely up to date

If you don’t have binary logging enabled, the best you will be able to do is to restore the
system to the last full backup.

Recovering from mysqldump files
Assume for this example, we are recovering a database named test.

Bring up the mysql server and reload the database using the mysqldump files.

| $ cat test.dump | mysql

This will bring the database back to the state it was at the last backup.

Apply the binary logs to bring the system up to date. Use the —one-database mysql
option to filter out SQL commands that apply to other databases. You only want to apply
the binary logs that were created since your last backup. For each binary log file, type

| $ mysqglbinlog host-bin.xxx | mysgl —-one-database=testdb

Sometimes you will need to massage the output from the mysqlbinlog
program before sending it through mysql. If you are recovering from a
mistaken drop table statement, for example, you will need to remove
this from the output of mysqlbinlog, otherwise you’ll drop the table
again!

Recovering from mysqlhotcopy files

Reload the database by copying the database files from the backup location to the mysql
data location. Make sure the mysql server is down when you do this. Assume for this
example, the database is backed up in /var/backup/test and the mysql data location is
/usr/local/mysql/data.

|$ cp -r /var/backup/test /usr/local/mysqgl/data

This will bring the database back to the state it was at the last backup.
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Now, bring the mysql server up and apply the binary logs to bring the system up to date.
Refer to the previous section for an example of how to do this.

Table Maintenance and Crash Recovery

Database tables can get out of whack when a write to the data file is not complete for
some reason. This can happen due to a variety of reasons, such as a power failure or a
non-graceful shutdown of the MySQL server.

MySQL provides two mechanisms for detecting for and repair table errors:
myisamchk/isamchk and mysglcheck.. It is a wise practice to perform these
checks regularly. Early detection may increase your chances of successfully recovering
from errors.

Mysqlcheck is new with version 3.23.38 of MySQL. The main difference between
myisamchk/isamchk and mysqlcheck is that mysqlcheck allows you to check or repair
tables while the server is running. Myisamchk/isamchk require that the server not be
running.

Checking a table

If you suspect errors on a table, the first thing you’ll want to do is use one of the utilities
to check it out.

Myisamchk and isamchk are quite similar. They provide the exact same functions. The
only difference is that myisamchk is used on MyISAM tables, and isamchk is used on
ISAM tables.

Mysqlcheck can only be used with MyISAM tables.

You can tell what kind of table you are dealing with by looking at the extension of the
data file. An extension of “.MYI” tells you it is MyISAM table and. “.ISM” indicates an
ISAM table. So, myisamchk is only used with .MYI files, and isamchk with .ISM files.
Simple enough?

Lets assume we have a database called test with two tables, tablel which is an ISAM
table, and table?2 which is a MyISAM table.

The first step is to check your table, using the appropriate utility. If you are using
myisamchk or isamchk, make sure you MySQL server is not running to prevent the server
from writing to the file while you are reading it.

$ myisamchk table2.MYT

Data records: 0 Deleted blocks: 0
- check file-size

- check key delete-chain

- check record delete-chain

- check index reference
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$ isamchk tablel.ISM

Checking ISAM file: tablel.ISM

Data records: 0 Deleted blocks: 0

- check file-size

- check delete-chain

- check index reference

S mysglcheck table2.MYI

test.table2 OK

The default method is usually adequate for detecting errors. However, if no errors are
reported but you still suspect damage, you can perform and extended check using the —-
extend-check option with myisamchk/isamchk or the ——extend option
with mysglcheck. This will take a long time, but is very thorough. If the extended
check doesn’t report any errors, you are in good shape.

Repairing a table
If the check reported errors on a table, you can try to repair them.

If you are using myisamchk or isamchk, make sure your MySQL server is not running
when you attempt the repair. Also, it is a good idea to back up the data files before
attempting a repair operation, in case something goes haywire.

With myisamchk/isamchk, you want to first try the --recover option.

S isamchk —--recover tablel.ISM
S myisamchk -recover table2.MYI

If this fails for some reason, they you can try —-safe-recover, a slower recovery
method which can fix a some errors —--recover cannot..

S isamchk —--safe-recover tablel.ISM
S myisamchk --safe-recover table2.MYI

With mysglcheck,your only recovery option is ——repair.
| $ mysqglcheck —-repair test table2

If these operations fail, your only remaining option is restore the table from your back ups
and binary logs. See the section on Database Backup and Recovery for more information
about this.

Scheduled Table Checking

We recommend that you take steps to perform regularly schedule table checks on your
database files. This can be done by wrapping isamchk/myisamchk/mysglcheck
commands into a script that is executed periodically from cron or some other
scheduling software.

You also may want to modify your system boot procedure to check tables at boot time.
This is especially useful if the system is rebooting after a system crash.
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6

Performance Tuning

Introduction

Performance tuning is an important part of every significant development effort. In
general, MySQL is designed with speed in mind. However, there are a number of factors
that can impact application and/or database performance. The focus of this chapter will
be to introduce you to some of the principles of performance tuning and some of the tools
you have at your disposal.

Performance Tuning Methodology

When performance tuning a MySQL application, there are four main areas that you
consider: the application, the database server, the operating system and the hardware.
These should be ranked in terms of “bang for the buck.” For example, adding memory or
upgrading your processor will usually improve the performance of your application(s), but
you should be able to get greater gains for less cost if you tune your application code and
database server first. In addition, any performance tuning on the MySQL server will
apply to all applications using that server. Characteristics that are advantageous for one
particular application, may not improve that performance of another. Based on these
factors, as a general methodology, we recommend that you look at application tuning
issues in the following order:

1. SQL Query tuning
2. Database server tuning

3. Operating system
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4. Hardware

Detailed coverage of operating system and hardware tuning are beyond the scope of this
book. That is not to say that these are unimportant parts of the performance equation.
However, the wide variety of Oses and hardware types make it impractical to cover these
topics in adequate detail.

Application Performance Tuning

There are really two parts to applicaton performance tuning: host application tuning (i.e.
C/C++, Java, Perl, etc.) and SQL query tuning. First we will look at host application
considerations. Good application design and programming practices are crucial to getting
good performance from you MySQL application. No amount of query tuning can make
up for inefficient code. Following are few guidelines you can follow in your applications
to optimize your performance:

e Normalize your database

Elimination of redundancy from your database is critical for performance. Read
Chapter 8 for more details on database design and normalization.

e Let the MySQL server do what it does well

This seems obvious, but it is frequently overlooked. For example, if you need to
retrieve a set of rows from a table, you could write a loop in you host application to
retrieve the rows like this
for (int i = 0; i++; i< keymax) {

.. select * from foobar where key=i;

process the row
}
The problem with this approach is that MySQL has the overhead of parsing,
optimizing and executing the same query multiple times. If you let MySQL retrieve
all the rows at once, you let MySQL do what it is good at.

. select * from foobar where key < keymax;
for each row {
process the row

}

e  Denormalize your database where appropriate

Sometimes performance demands require that you denormalize your database. A
classic example of this is a nightly report which summarizes some information.
These types of reports often require sifting of large quantities of data to produce the
summaries. In this situation, you can create a “redundant” table which is updated
with the latest summary information on a periodic basis. This summary table can be
then be used as basis for your report.

e  Use persistent connections or connection pooling if possible

Connecting and disconnecting from the database has an overhead associated with it.
In general you want to reduce the number of connections and disconnections to a
minimum. In particular, this can be a problem with web applications where each
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time a page is requested, the CGI or PHP script connects to the database to retrieve
the relevant information. By using persistent connections or a connection pool, you
will bypass connect/disconnect overhead, and you application will perform better.

SQL Query Tuning

The data in your database is stored as data on your disk.. Retrieving and updating data in
your database is ultimately a series of disk input/output operations (I/Os). The goal of
SQL query tuning is to reduce the number of I/Os to a minimum. Your main weapon for
tuning your queries is the index.

In the absence of indexes on your database tables, all retrievals will require that all the
data in all of the involved tables be scanned. To illustrate this, consider the following
example

| SELECT NAME FROM EMPLOYEE WHERE SSN = 999999999

Assume for this example that we have a table named “EMPLOYEE” with a number of
columns including “NAME” and “SSN”. Also, assume this table has no indexes.

WE know the SSN should be unique (that is, for each record in the table, SSN will have a
unique value), and we expect to get one row in return. However, MySQL doesn’t know
this, and when the above query is executed MySQL has to scan the entire table to find all
the records that match the where clause (SSN = 999999999). If we have a thousand rows
in the EMPLOYEE table, MySQL has to read each of those rows. This operation is linear
with the number of rows in the table.

What happens if we add an index on the SSN column of the EMPLOYEE table? This
gives MySQL some more information. When we execute above query, it can consult the
index first to find the matching SSNs. Since the index is sorted by SSN and is organized
into a tree structure, it can find the matching records very quickly. After it finds the
matching records, it simply has to read the NAME data for each match. This operation is
logarithmic with the number of rows in the table — a signifigant improvement over the
unindexed table.

Just as in this example, most MySQL query tuning boils down to a process of ensuring
that you have the right indexes on your tables and that they are being used correctly by
MySQL.

Index Guidelines

We’ve established that proper indexing of your tables is crucial to the performance of
your application. On first glace, It may be tempting then to index every single column in
every table of your database. After all, it should improve performance, right? Actually,
indexes have some downsides too.
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Each time you write to a table (i.e. INSERT, UPDATE or DELETE) with one or more
indexes, MySQL has to update each of the indexes at the same time. So each index adds
overhead to all write operations. In addition, each index adds to the size of your database.
You will only gain a performance benefit from an index if its column(s) are referenced in
a where clause. If an index is never used, it is not worth incurring the cost of maintaining
it.

With these tradeoffs in mind, here are some guidelines for index creation:

e Try to index all columns referenced in a WHERE clause

As a general goal, you want any column that is referenced in a where clause to be
indexed. However, this is not always true. If columns are compared or joined using
the ‘<’, ‘<=", ‘=7, >=", >’ and BETWEEN operations, the index will be used. Use
of a function on a column in a where clause will defeat an index on that column. So
for example

| SELECT * FROM EMPLOYEE WHERE LEFT (NAME, 6) = “FOOBAR”
would not be able to take advantage of an index on the NAME column. The LIKE
operator will use an index if the there is a literal prefix in the pattern. For example

| SELECT * FROM EMPLOYEE WHERE NAME LIKE “FOOBAR%”

would use an index, but

SELECT * FROM EMPLOYEE WHERE NAME LIKE “%FOOBAR”

would not.
e  Use unique indexes where possible

If you know data in an index is unique, such as a primary key or an alternate key, use
a unique index. These are even more beneficial for performance than regular
indexes.

e  Take advantage of multi-column indexes

Well designed multi-column indexes can reduce the total number of indexes needed.
MySQL will use a left prefix of a multi-column index if applicable. Say, for
example, you have an employee table with the columns first_name and last_name. If
you know that last_name is always used in queries while first_name is only used
sometimes, you can create a multi-column index with last_name as the first column
and first_name as second column. With this kind of index, all queries with last_name
or last_name and first_name in the where clause will use the index.

Poorly designed multi-column indexes may end up either not being used at all or
being used infrequently. From the example above, queries will only first_name in the
where clause will NOT use the index.

Having a strong understand of your application and the query scenarios is invaluable
in determining what the right set of multi-column indexes are. Always verify your
results with “EXPLAIN SELECT”(see below).

e  Consider not indexing some columns
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Sometimes performing a full table scan is faster than having to read the index and the
data table. This is especially true for cases where the indexed column contains a
small set of evenly distributed data. The classic example of this is gender, which has
two values (male and female) that are evenly split. Selecting by gender will require
you to read roughly half of the rows. It might be faster to do a full table scan in this
case. As always, test your application to see what works best for you.

e ALWAYS that your indexes are being used as expected using the “EXPLAIN
SELECT” command on your queries. The use of EXPLAIN SELECT is detailed in
the next section.

EXPLAIN SELECT

What do you do if you have a problem query and you can’t see where an index is needed?
And how do you verify that all your indexes are being used as expected? Are your tables
being joined in the most logical order? MySQL provides a tool that will help answer
these questions: the EXPLAIN SELECT command. EXPLAIN SELECT provides
information about each table in your query including which indexes will be used and how
the tables will be joined. The output from EXPLAIN SELECT includes the following
columns.

Table The database table to which the EXPLAIN SELECT output refers.

Type The join type. Possible join types are listed below, ranked from most
desirable to least desirable.

system The table has only row (i.e. it is a system table). This is a
special case of the const join type. See that for more
information.

Const The table has at most one matching row, so it can be read

once and treated as a constant for remainder of query
optimization. These are fast because they are read once.

Eq_ref No more than one row will be read from this table for
each combination of rows from the previous tables. This
is used when all columns of an index are used the query
and the index is UNIQUE or a PRIMARY KEY.

Ref All matching rows will be read from this table for each
combination of rows from the previous tables. This is
used when an index is not UNIQUE or a PRIMARY key,
or if a left subset of index columns are used in the query.

Range Only rows that are in a given range will be retrieved from
this table, using an index to select the rows.

Index A full scan of the index will be performed for each
combination of rows from the previous tables. This is the
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same as an ALL join type except that only the index is
scanned.

ALL A full scan of the table will be performed for each
combination of rows from the previous tables. ALL joins
should be avoided by adding an index.

Possible_keys

possible_keys lists which indexes MySQL could use tofind the rows in
this table. When there are no relevant indexes, possible_keys is NULL.
This indicates that you may be able to improve the performance of your
query by adding an index.

Key Key lists the actual index that MySQL choose. Key is NULL if no
index was chosen.

Key_len Key_len lists the length of the index that MySQL choose. This also
indicates how many parts of a multi-column index MySQL choose to
use.

Ref Ref lists which columns or constants are used to select rows from this
table.

Rows Rows lists the number of rows that MySQL thinks it will have to
examine from this table in order to execute the query.

Extra Extra lists more information about how a query is resolved.

Distinct After MySQL has found the first
matching row, it will stop
searching in this table.

Not exists MySQL was able to do a left join
optimization of the query.

Range checked for each record | MySQL was not able to identify

(index map: #) a suitable index to use. For each
combination of rows from the

Using filesort MySQL has to sort the rows
before retrieving the data.

Using index All  needed information is
available in the index, so MySQL
doesn’t need to read any data

Using temporary MySQL has to create a
temporary table to resolve the
query. This occurs if you use
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query. This occurs if you use
ORDER BY and GROUP BY on
different sets of columns.

Where used The WHERE clause will be used
to restrict the rows returned from
this table.

Let’s go through a detailed example to look at how to EXPLAIN SELECT to optimize a
query.

Assume for this example, that we have a STATE table which includes data about all fifty
of the U.S. States.

mysgl> describe state;

Fmmmm e et Fmm mm——m e mm e +
| Field | Type | Null | Key | Default | Extra |
mmmm e e Fmm mm——m e N +
| state_id | int(11) | | | 0 | |
| state_cd | char(2) | | | | |
| state name | char(30) | | | | |
om e e Fmm tmm——m e e +
3 rows in set (0.00 sec)

Now, suppose we want to get the state name for California. For this, we would write a
query like
|select state name from state where state cd = 'CA’;

Even though SELECT queries are referred to in this section, these
guidelines apply to UPDATE and DELETE statements as well.
INSERT statements don’t need to be optimized unless they are INSERT
... SELECT statements.

Now, lets run EXPLAIN SELECT to see what we can discover about how the query will
be executed.

mysgl> explain select state name from state where state cd = 'CA’;

o o Fomm e Fomm o Fo— - Fomm - +
| table | type | possible keys | key | key len | ref | rows | Extra |
o o Fomm e Fomm o e e +
| state | ALL | NULL | NULL | NULL | NULL | 50 | where used |
o o Fomm e Fomm o Fo—— - e +

1 row in set (0.00 sec)

This tells us that MySQL will scan all rows in the MySQL table to satisfy the query. This
is indicated by the join type of “ALL”. The rows column tells us that MySQL estimates it
will have to read fifty rows to satisfy the query, which is what we would expect since
there are fifty states. How can we improve upon this? Since state_cd is being used in a
where clause of we should put an index on it.

mysgl> create index st_idx on state (state_cd);

mysgl> explain select state name from state where state cd = 'CA’;

R o Hmm e mmm S S Fmm mm e +
| table | type | possible_keys | key | key_len | ref | rows | Extra \
e Fmm Hmm mm e S Fmm mm +
| state | ref | st_idx | st_idx | 2 | const | 1 | where used |

Copyright © 2001 O’Reilly & Associates, Inc. 7




DRAFT, 8/24/01

| +-———--- SR o o e S SR e +

Now we can see from the key column that that MySQL has decided to use the index that
we created, and that it will only read one row to satisfy the query. The only possible
improvement we could make upon this would be to use a unique index instead, since we
know that each state codes is unique.

mysgl> create unique index st_idx on state (state cd);

mysgl> explain select state name from state where state cd = 'CA’;

R R o o o - S — R +
| table | type | possible keys | key | key len | ref | rows | Extra |
N N e o o e —— S — R +
| state | const | st_idx | st_idx | 2 | const | 1| |
N N e o o B —— e — R +

With the unique index in place, MySQL uses a “const” join type. We won’t be able to
improve upon that! Now for a more complicated example with some joins.

Suppose in addition to the STATE table, we also have a CITY table that looks like this:

mysgl> describe city;

et Fmmm o mmmmmm Fmm——m S S +
Field | Type | Null | Key | Default | Extra |

e T mmm—mm e e S +

| city_id | int(11) | \ | O \ \

| city_name | char(30) | \ \ \

| state_cd | char(2) | | \ \ |

e T mmm—mm e e e +

Assume CITY has fifty cities for each STATE for a total of twenty-five hundred. Also,
assume for this example, we’re back to our original STATE table without any indexes.

Now let’s ask what state San Francisco is in?

mysgl> select state _name from state, city where city name = "San Francisco" and
-> gtate.state cd = city.state cd;

What does EXPLAIN tell us about this query?

mysgl> explain select state name from state, city where city name =

o= o o +o———— P o +o———— o +
| table | type | possible keys | key | key len | ref | rows | Extra |
o= o o +o———— o o +o———— o +
| state | ALL | NULL | NULL | NULL | NULL | 50 | |
| city | ALL | NULL | NULL | NULL | NULL | 2500 | where used |
o= o o +o———— o o +o———— o +
The numbers in the “rows” column tell us that MySQL is going to read each row in the
the state table. It will then read each of the 2500 city rows and look for a city named “San
Francisco”. This means that it will read a total of 125,000 (50 x 2500) rows before it can
satisfy the query. This is obviously not ideal, but we should be able to improve it with
some indexes. First, lets create our state_cd index.
|mysql> create unique index st_cd on state (state_cd);
How does our query look with that?
mysqgl> explain select state_name from state, city where city name =
-> "San Francisco" and state.state_cd = city.state_cd;
o o o o o= o +o———— o —— +
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| type | possible keys | key | key_len | ref | rows | Extra
o Fom o Fo— Fom o o o +
| city | ALL | NULL | NnULL | NULL | NULL | 2500 | where used |
| state | eg ref | st idx | st_idx]| 2 | city.state cd | 1 | where used |
e P e R e e e e +
That helps quite a bit. Now MySQL will only read one state for each city. If we add an
index on the city_name column, that should do away with the “ALL” join type for the city
table.
mysgl> create index city idx on city (city_name);
mysqgl> explain select state_name from state, city where city name =
-> "San Francisco" and state.state_cd = city.state_cd;
e R e e ——— e e R e +
| table | type | possible keys | key | key_len | ref | rows | Extra
e R e e ——— e e P e +
| city | ref | city idx | city idx | 30 | const | 1 | where used |
| state | ref st_idx | st iax | 2 | city.state cd | 1 | where used |
o o o o Fom o o o +
By adding two indexes, we have gone from 125,000 rows read to two. This illustrates
what a dramatic difference indexes can make. Now, what happens if we try a different
query: what are all the cities in California?
mysqgl> explain select city _name from city, state where city.state cd
-> = state.state cd and state.state_cd = 'CA’;
e R e R e e R e +
| table | type | possible keys | key | key_len | ref | rows | Extra
e R e P e e e e +
| state | ref | st_idx | st_idx | 2 | const | 1 | where used; Using index |
| city | ALL | NULL | nuLL | NULL | NULL | 2500 | where used |
o o o Fom Fom o o o +

Again, we have a problem because MySQL plans to scan all 2500 cities. This is because
it can’t properly join on the state_cd code column with out an index in the city table. So
lets add it.

create index city st_idx on city (state_cd);
mysgl> explain select city name from city, state where city.state cd

-> = state.state_cd and state.state_cd = 'CA’;
e e o Ao o e e e
-—+
| table | type | possible keys | key | key_len | ref | rows | Extra
e e o Ao o e e e
-—+
| state | ref | st_idx | st_idx | 2 | const | 1 | where used; Using
index |
| city | ref | city st idx | city_st idx | 2 | const | 49 | where used
e e o Ao o e e e
-—+

With that index, MySQL only has to read roughly 50 rows in to satisfy the query. This is
exactly what we would expect, since California has fifty cities in this database.

Other Options

MySQL is not always perfect when optimizing a query. Sometimes it just wont choose
the index that it should. What can you do in this situation?
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Isamchk/Myisamchk can help. MySQL assumes that values in an index are distributed
evenly. Isamchk/Myisamchk —analyze will read a table and generate a histogram of data
distribution for each column. MySQL uses this to make a more intelligent decision about
what indexes to use. See Chapter 18 more information on using Isamchk/Myisamchk.

Another option is to use the USE INDEX/IGNORE INDEX in your query. This will give
MySQL specific instructions about which indexes to use or not use. See the Chapter ??
for more information about this.

Tuning the MySQL Server

There are a number of settings you can tweak at the MySQL server level to influence
application performance. One thing to keep in mind when tuning a server is that server
behavior will affect all the applications using that server. An improvement for one
application may have a detrimental effect for other applications on the same server.

There are a number of variables that can be modified in the MySQL server which may
improve your performance. A full reference on these parameters can be found in Chapter
20, or by typing mysqld —help.

In general, when tuning MySQL, the two most important variables are key_buffer_size
and table_cache.

e Table_cache

Table_cache controls the size of the MySQL table cache. Increasing this parameter
allows MySQL to have more tables open simultaneously without opening and closing
files.

e Key_buffer_size

Key_buffer_size controls the size of the buffer used to hold indexes. Increasing this
will improve index creation and modification, and will allow MySQL to hold more
index values in memory.

OS/Hardware Considerations

A full discussion of Hardware and/or OS tuning is beyond the scope of this book.
However, here are a few things to consider:

e Many of the traditional hardware upgrades can help MySQL perform better.

Increasing the memory in your system, gives you more to allocate to MySQL caches
and buffers.
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Intelligently distributing your databases across multiple physical devices can also
help.

Static binaries are faster. You can configure MySQL to link statically instead of
dynamically when you build it.
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